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ABSTRACT

The transition of genomics to a predictive intelligence discipline is driven by the advent of
genomic foundation models. While substantial progress has been observed in all-life and human-
centric models, plant species, particularly for the staple crops, remains hindered by a lack of
models. Here we introduce OneGenome-Rice (OGR), a rice (Oryza sativa) genomic foundation
model pre-trained on a genomic dataset comprising 422 high-quality genomes of cultivated and
wild rice. OGR is engineered upon a Mixture of Experts (MoE) transformer architecture with
1.25-billion parameters and supports an ultra-long context window of up to 1 million base (Mb)
pairs at single-nucleotide resolution. A comprehensive benchmark demonstrated that OGR
significantly outperforms existing state-of-the-art multi-plant or all-life genome models in 11
categories (e.g. motif identification, sweep detection, etc). We further demonstrated the utility of
OGR in several downstream applications, such as indica-japonica subspecies introgression
analysis, identification of agronomy trait-associated functional loci and prediction of gene
expression from DNA sequences. These results establish OGR as a promising foundational
computational infrastructure for rice functional genomics and precision breeding. The OGR and
its fine-tuned models, including pretrained weights, training code and the rice genomic

benchmark suit, have been fully opened.

Key words: Oryza sativa, genomic foundation model, OGR, 1Mb context window, single-

nucleotide resolution


https://doi.org/10.64898/2026.04.21.719822

54

55
56
57
58
59
60
61
62
63
64
65

66
67
68
69
70
71
72
73
74
75
76
77
78
79
80
81
82
83

bioRxiv preprint doi: https://doi.org/10.64898/2026.04.21.719822; this version posted May 29, 2026. The copyright holder has placed this
preprint (which was not certified by peer review) in the Public Domain. It is no longer restricted by copyright. Anyone can legally share, reuse,

remix, or adapt this material for any purpose without crediting the original authors.

INTRODUCTION

The decoding of genomic sequences to understand the complex regulatory code of life is a
cornerstone of modern quantitative biology. Genomic sequences encode a vast array of
information, from local protein-coding instructions to distal regulatory grammars that orchestrate
tissue-specific expression programs and developmental trajectories. In the agricultural sector, the
ability to accurately predict the functional consequences of genetic variation is essential for
addressing the dual challenges of global food security and climate change. Rice (Oryza sativa)
genomic landscape is defined by its two major subspecies, indica and japonica, which diverged
significantly and were subjected to independent domestication processes (Wing et al., 2018).
Rice sustains more than half of the world's population, serves as the premier model for cereal
genomics due to its relatively compact genome and its pivotal role in the evolutionary history of

the grass family (Huang et al., 2012; Wu et al., 2023; Fornasiero et al., 2025; Guo et al., 2025).

In recent years, deep learning-based genomic foundation models have emerged as a
transformative technology (Boshar et al., 2025; Brixi et al., 2026; Avsec et al., 2026). These
models leverage large-scale self-supervised pre-training on unlabeled DNA to learn the grammar
and semantics of the genome, which can then be adapted to various downstream tasks with
minimal task-specific data. While human-centric models like AlphaGenome, Genos, and multi-
species models like Evo2, NTv3, and GENERator, have demonstrated the power of million-
basepair context modeling, they often exhibit a "representational gap" when applied to plant
systems (Wu et al., 2026; Lin et al., 2025; Boshar et al., 2025; Brixi et al., 2026; Avsec et al.,
2026). The field of plant genomic foundation models has also expanded rapidly, building upon
the foundations laid by natural language processing (Mendoza-Revilla et al., 2024; Zhai et al.,
2025; Terrail et al., 2026). Early models such as GPN pioneered the use of masked language
modeling (MLM) on Brassicales genomes to predict functional constraints in Arabidopsis
thaliana (Benegas et al., 2023).This was followed by the Agronomic Nucleotide Transformer
(AgroNT), a I-billion-parameter model trained on 48 edible plant genomes (Mendoza-Revilla et
al., 2024). AgroNT introduced the Plants Genomic Benchmark (PGB) and showed that large
language models could obtain state-of-the-art results for regulatory annotations and gene
expression prediction, although its use of non-overlapping 6-mer tokens limited its performance

on fine-scale tasks. PlantCaduceus 2 (PlantCAD?2) utilizes the Mamba2 backbone to scale
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84  linearly with sequence length, supporting contexts up to 8,192 base pairs while maintaining
85  single-nucleotide resolution (Zhai et al., 2025). Simultaneously, the BotanicO family of models
86  demonstrated that scaling model capacity on plant-only corpora leads to consistent
87  improvements in predictive power (Terrail et al., 2026). It should be noted that substantial
88  differences exist among models in terms of architecture design, data sources, species coverage,
89  and context length. As a result, their performance is often difficult to compare directly, and
90  different strategies mainly reflect trade-offs among computational cost, representational capacity,
91  and task adaptability. PDLLMs (Liu et al., 2025) have explored diverse tokenization strategies
92  and model architectures during pre-training. As a result, these models often exhibit different
93  strengths across downstream tasks, with predictive performance varying depending on the

94  specific application.

95  Generalist models prioritize cross-species coverage but often lack the intra-species depth
96  required to capture the high degree of structural variation, transposable element (TE) turnover,
97 and population-specific regulatory patterns that characterize crop genomes. Existing plant
98  models like AgroNT, PlantCAD2, BotanicO have made significant strides by training on diverse
99  species sets. Nevertheless, they are often limited by either tokenization strategies that sacrifice
100  single-nucleotide resolution or architectures that struggle to further extending context modeling
101 to the megabase scale and integrating the high-resolution pangenomic variation of specific crop
102 populations (Mendoza-Revilla et al., 2024; Zhai et al., 2025; Terrail et al., 2026). The objective
103 of this study is to construct a rice-centric foundation model that internalizes the complex
104  pangenomic structure of rice. By training on a collection of cultivated and wild rice genomes, a
105  model, OneGenome-Rice (OGR), which captures evolutionary conservation and regulatory logic
106  at a resolution previously unattainable by generalist models, was developed. The emerging of
107 OGR represents a paradigm shift in crop genomics, transitioning from single genome or pan-

108  genomes to crop-centric population-scale genomic foundation models.

109
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110 RESULTS

111  Model architecture and training

112 OGR is a generative genomic foundation model designed to process DNA sequences up to 1
113 million base (Mb) pairs in length. The model features 1.25 billion total parameters and 1 Mb
114  input DNA sequence, utilizing a Mixture of Experts (MoE) architecture that allows for high
115  representational capacity while maintaining computational efficiency during inference (Figure 1,
116  middle panel). OGR is architected as a 12-layer MoE model built upon the transformer paradigm,
117  a design decision substantiated by the well-documented intrinsic performance advantages of
118  MoE architectures over dense counterparts under equivalent computational budgets. The model
119 commences with a token embedding layer that maps discrete nucleotide tokens to continuous
120  vector representations, followed by three strategically interleaved root mean square
121  normalization (RMSNorm) layers to promote training stability. Positional encoding is
122 implemented via Rotary Positional Embedding (RoPE) configured with an elevated base
123 frequency of 50,000,000, endowing the model with the capacity to accommodate context lengths
124 of up to one million tokens; this is achieved by applying rotary transformations directly to query
125  and key vectors during the attention computation, thereby circumventing the need for explicit
126  positional embeddings. The attention mechanism employs grouped-query attention (GQA),
127 wherein 16 attention heads share a reduced set of 8 key-value groups, striking an optimal balance
128  between computational efficiency and representational expressivity. The MoE module comprises
129  arouting network and eight parallel expert subnetworks, each utilizing Swish-Gated Linear Unit
130 (SwiGLU) activations to augment nonlinear expressive capacity. For each input token, the router
131 selectively activates two experts in a content-dependent manner, enabling adaptive distribution
132 of computational resources across heterogeneous genomic contexts. Ultimately, a linear
133 projection layer maps the terminal hidden state to logits spanning the vocabulary space, and a
134 subsequent softmax transformation yields a probability distribution over candidate tokens in
135  accordance with the next-token prediction objective. This architectural framework is inherently
136 flexible, thereby facilitating seamless adaptation to a diverse spectrum of downstream genomic
137 applications. OGR was pre-trained on a curated corpus of 422 rice genomes (Supplementary
138 Table 1), representing a diverse phylogentic group, which includes both modern high-yielding

139  varieties and wild ancestral lines. The architectural details of OGR model and pre-training
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140  strategies were summarized at Table 1 (more details see Supplementary Table 2).

141 Benchmark suite and evaluation framework

142 To provide a unified assessment of OGR, we used a suite of 26 benchmark datasets across five
143 distinct task categories and additionally incorporated five evaluation tasks from the AgroNT
144 (Mendoza-Revilla et al., 2024). These tasks span multiple levels of genomic function prediction,
145  ranging from local sequence feature identification to the inference of complex population history.
146  We first selected a subset of rice datasets from the AgroNT as evaluation tasks, covering
147  representative functional prediction tasks, including chromatin accessibility, polyadenylation site
148 prediction, and tissue-specific gene expression prediction. Given the large scale of the original
149 benchmark, we randomly sampled 100,000 sequences for the chromatin accessibility task to
150  construct the evaluation dataset, thereby improving computational efficiency while maintaining

151  representative performance assessment (Supplementary Table S3).

152 To further expand the evaluation scope, we constructed a rice-centered multi-level benchmark
153 framework by systematically designing tasks along two dimensions: sequence length and
154 biological function. Specifically, the benchmark comprises tasks with varying sequence lengths:
155  short-sequence tasks < 1,000 bp (1 kb), long-sequence tasks < 8,000 bp (8 kb), and single-
156 nucleotide tasks (Supplementary Table S3). Overall, these tasks span diverse genomic function
157  prediction scenarios, which can be broadly categorized into epigenetic regulation-related tasks
158  (e.g., chromatin accessibility and histone modifications), cis-regulatory element identification
159  (e.g., enhancers), transcriptional and post-transcriptional regulation (e.g., splice sites and small
160 RNAs), as well as functional element and variant effect prediction. This design enables a

161  comprehensive evaluation of model capabilities across multiple biological and regulatory levels.

162 In addition, we designed two categories of tasks related to rice evolution and varietal
163  differentiation: selective sweep region identification and rice varieties classification
164  (Supplementary Table S3). The selective sweep region identification task aims to identify
165  genomic regions under evolutionary selection, thereby evaluating the model’s ability to capture
166  population genetic and evolutionary signals. The wvariety classification task focuses on

167  distinguishing among japonica rice, indica rice, and wild rice, enabling assessment of the
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168  model’s ability to discriminate fine-scale genetic variation among rice population. To
169  systematically investigate the model’s ability to capture long-range dependencies, we introduced
170 multi-scale input sequences for both tasks. Specifically, the selective sweep region identification
171 task employed sequence lengths of 8 kb, 32 kb, and 100 kb, whereas the variety classification
172 task adopted sequence lengths of 8 kb, 32 kb, and 128 kb, enabling comprehensive evaluation

173 across different contextual ranges.

174  To ensure fair and consistent comparisons across models, sequence embeddings were first
175  extracted using each pretrained model and subsequently used as input to a shared multi-layer
176 perceptron (MLP) classifier or regressor with an identical architecture across all evaluation tasks.
177 Classification performance was evaluated using the Area Under the ROC Curve (AUC), whereas

178  regression performance was measured using the Pearson correlation coefficient.

179  Benchmark performance

180  To systematic evaluate the performance of OGR, we conducted comprehensive comparisons
181  across 26 benchmark datasets/tasks against several representative genomic foundation models,
182  including AgroNT, PlantCAD2, BotanicO, and GENERator-v2 (Table 2). Across the 26
183  benchmark categories, OGR achieved first- or second-place performance in 16 tasks,
184  demonstrating strong overall capability and robust generalization across diverse genomic
185  prediction scenarios. Notably, OGR exhibited strong performance in multiple regulatory and
186  functional prediction tasks, including chromatin accessibility, histone modification, small RNA
187  prediction, enhancer strength prediction, sweep region identification, and rice variety
188  classification. These results indicate that OGR effectively captures genomic regulatory signals
189  and functional patterns across multiple biological and genomic scales. In contrast, OGR
190  exhibited relatively weaker performance in several fine-grained sequence-level prediction tasks,
191  such as splice site identification, polyadenylation site prediction, and coding sequence (CDS)
192 region prediction, suggesting limitations in modeling highly localized nucleotide-level features.
193 This performance pattern may be partially attributed to the design of the pretraining data and
194  training strategy. During pretraining, OGR was exposed not only to gene-centered sequences
195  with flanking regions but also to large-scale genome-wide sliced sequences, as well as long-

196  context inputs ranging from 32 kb to 1 Mb. Such training strategy likely biases the model toward
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197  capturing long-range genomic dependencies and distributed contextual representation, while
198  potentially reducing sensitivity to fine-scale local sequence motifs. This may explain the
199  relatively weaker performance observed in tasks that rely heavily on localized sequence signals,
200 such as splice site, CDS, and polyadenylation site prediction. Conversely, the long-context
201  pretraining strategy appears to provide substantial advantages for tasks that depend on broader
202  genomic context and population-scale variation patterns. In particular, OGR achieved strong
203  performance in sweep region identification and rice variety classification, both of which require
204  integration of long-range genomic dependencies and evolutionary signals distributed across

205  extended genomic regions.

206  Overall, OGR demonstrates strong and balanced performance across diverse genomic prediction
207  tasks, with particular strengths in regulatory sequence modeling and long-context genomic
208  representation learning. These findings suggest that OGR is especially well-suited for
209  applications requiring large-scale genomic context integration, such as population genomics,
210  variety classification and functional genome analysis, while further improvements may be

211 needed for fine-grained nucleotide-resolution prediction tasks.

212 Application scenario 1: identification of indica-japonica introgression

213 Modern rice breeders are increasingly utilizing indica-japonica heterosis by combining inter-
214  subspecific hybridization and backcrossing to integrate favorable alleles associated with yield,
215  taste quality and adoption (Cui et al., 2022; Sun et al., 2012). Accurate identification of genome-
216  wide introgression enables the dissection of successful subspecific patterns in breeding history,
217 thereby guiding design breeding. However, current phylogenetic methods and SNP-based
218  population comparison analysis are often dependent on reference genomes. They are not readily
219  scalable to newly introduced samples without reconstructing population comparison frameworks,
220 and may be biased in genomic regions with low sequence diversity. So we proposed an
221  alignment- and variant-free framework based on OGR that operates directly on genome

222 assemblies for fine-scale and robust detection of indica-japonica introgression.

223 To enable genome-wide identification of subspecies introgression, we constructed a prediction

224 framework based on the OGR foundation model and fine-tuned it in an end-to-end manner for
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225  subspecies-origin inference (Figure 2A; details see Methods). We focused on landrace accessions
226  because they better preserve representative subspecies genetic diversity while exhibiting
227  relatively limited confounding from modern breeding-driven admixture. Training samples were
228  selected from the 3K Rice Genome Project dataset (3KRGP) (Wang et al., 2018), including
229  accessions annotated as Chinese landraces, together with a small subset of Japanese landraces
230  and cultivated varieties. Finally, 25 accessions were selected from each of the indica and
231  temperate japonica subpopulations (Supplementary Table S4). The selected samples were further

232 divided into training, validation, and test sets at a ratio of 3:1:1 for model training and evaluation.

233 The validation and test datasets were constructed from highly differentiated genomic regions
234  identified through Fsr analysis using curated accessions from the 3KRGP dataset. These
235  differentiated regions were subsequently projected onto the assembled genomes through a
236  BLAST-based alignment procedure, and the top-ranked matching segments were retained to
237  generate high-confidence evaluation datasets enriched for subspecies-divergent signals. Because
238  these regions exhibit strong indica-japonica differentiation, introgression signals are generally
239  more distinguishable under this evaluation setting. A probability threshold of ¢ = 0.5 was used
240  for evaluation. Using the checkpoint with the best validation performance, the model achieved an

241  accuracy of 78.95% and an AUC of 86.44% on the test set.

242 We further applied the refined framework to investigate indica introgression in the elite japonica
243 cultivar Yanfeng 47 (YF47), a representative breeding line shaped by historical inter-subspecific
244  breeding. Rather than adopting an empirically selected cutoff, we estimated the introgression
245  threshold based on the ancestry probability distribution of 8-kb fragments derived from the
246  training set of pure japonica landraces. Specifically, the 95th percentile (Q95) of the indica
247  introgression probability distribution was selected as the confidence threshold (¢ = 0.5595),
248  thereby reducing ambiguous predictions arising from genomic regions commonly shared
249  between subspecies. Considering that not every 8-kb fragment contains informative subspecies-
250  differentiating signals, we further quantified local indica introgression using a regional
251  aggregation strategy. Indica ancestry probabilities were aggregated within 256-kb windows
252 using a 64-kb sliding step, and the average probability of the top 10 highest-scoring 8-kb
253  fragments within each window was used to represent local introgression intensity. Windows

254 exceeding the Q95 threshold were subsequently defined as putative indica introgression regions.

10
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255  Based on this strategy, we identified multiple putative indica introgression regions across the
256 YF47 genome (Figure 2B). The regional aggregation framework improved ancestry signal
257  robustness and facilitated the detection of chromosomal regions potentially reflecting historical
258  introgression and recombination events during breeding. These results provide a genome-wide
259  view of indica genomic components within this elite japonica background and demonstrate the
260  utility of OGR for introgression identification in breeding materials. Among the detected regions,
261  a prominent introgression signal was identified surrounding the Chalk5, consistent with previous

262  observations (Xu et al., 2023).

263  To further resolve the ancestry contribution at Chalk5 locus, we performed a fine-scale
264  perturbation scan integrating the original 8-kb ancestry framework with a 100-bp stepwise
265  analysis (Figure 2C). Specifically, the scanning window was progressively shifted from a
266  configuration in which the right boundary aligned with the 3'-untranslated region (3'-UTR)
267  toward the upstream region until the left boundary extended beyond the outer boundary of the 2-
268 kb promoter region. For each 100-bp interval, we quantified its contribution to indica
269  introgression inference by calculating Ap indica, defined as the difference between the average
270  indica probability of windows carrying the focal 100-bp segment and that of windows lacking
271  the segment. Positive Ap indica values therefore indicate sequence intervals that increase
272 inferred indica probability. We observed that inferred indica ancestry gradually increased as the
273 scanning window entered the Chalk5-CDS region, with the strongest contribution localized
274  within the promoter region. This pattern suggests that the indica-derived haplotype surrounding
275  Chalk5 may primarily reside within regulatory sequences rather than coding regions, potentially
276  influencing gene expression through cis-regulatory variation. Overall, these results demonstrate
277  that OGR not only recovers genome-wide ancestry structure through end-to-end fine-tuning, but
278  also enables fine-scale dissection of functionally relevant introgression events. By integrating
279  confidence thresholds, regional aggregation, and locus-level perturbation scanning, the
280  framework provides a practical strategy for identifying breeding-relevant introgression signals in

281  breeding materials.

282  Application scenario 2: trait-associated loci finding

11
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283 The utilization of genomic variation to enhance phenotypic performance is a pivotal objective in
284  modern crop breeding. DNA language model-based approaches for identification of causal
285  variants offer the potential advantages in scenarios where association-based methods encounter
286  challenges due to limited population size, small-effect loci, or low-frequency variants. Inspired
287 by ATLAS (Attention-based Locus Analysis System), a framework developed for human
288  populations that enables population-level discovery through attention patterns from genomic
289  language models (Liu et al., 2026), we extended this concept to rice, and developed an OGR-

290  driven pipeline for genotype-to-phenotype analysis in rice populations.

291  To validate the pipeline's ability to identify genes or mutations associated with quality-related
292 traits, we first applied it to glutinousness a trait with a well-characterized genetic basis. In this
293 analysis, we initiated the process by reconstructing sample-specific DNA sequences. This was
294  achieved by integrating variant calls from VCF files with the reference genome. Subsequently,
295  attention scores were then computed separately for glutinous and non-glutinous samples. These
296  scores were then subjected to reference-coordinate normalization and differential analysis at both
297  the site and block levels. Preliminary examination revealed notable differences in attention score
298  distributions across genomic positions between the two phenotypic groups (Figure 3A). To
299  identify candidate regions associated with glutinousness, a two-stage prioritization strategy was
300 employed. Firstly, local peak signals were identified by detecting positions with the strongest
301  differential signals across the analyzed genomic region based on the forward and reverse
302  attention-derived profiles. Secondly, following the mapping of these signals to annotated gene
303  intervals, a series of gene-level metrics were calculated for each gene. These metrics were then
304  subjected to further assessment for the purpose of identifying genes that demonstrated consistent

305  signal enrichment.

306  As the attention-based outputs represent ranked prioritization results rather than threshold-based
307  association calls, no fixed significance threshold or predetermined number of discovered loci
308  was imposed. Instead, the objective was to evaluate whether the top-ranked intervals and genes
309  captured known biological drivers and highlighting additional candidates of potential interest. At
310  the site level, the most statistically significant differential peak between glutinous and non-
311 glutinous samples was mapped to the Wx region (Figure 3B). This outcome aligns with the

312 established role of Wx, which encodes granule-bound starch synthase 1 and functions as a major-

12
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313 effect gene regulating amylose synthesis and glutinous endosperm formation (Wang et al., 1995).
314  Furthermore, genome-wide association study (GWAS) performed on the same set of glutinous
315  and non-glutinous accessions also identified the strongest association signal at the Wx locus,
316  thereby supporting concordance between the attention-based prioritization and conventional
317  association mapping. At the gene level, multiple interval-based metrics were examined after
318  aggregation of the local attention signals within annotated gene regions. Among the metrics
319  examined, peak density and shannon entropy proved to be the most informative. Both metrics
320 placed Wx at the top of the candidate list and highlighted ALK as a significant secondary signal
321  (Figure 3C). ALK is known to encode soluble starch synthase 2-3 and it has been demonstrated to
322 participate in starch biosynthesis and starch quality regulation (Nakamura et al., 2005).

323 Building on the detection of a quality-related quantitative trait locus, we next consider a broader
324  and more general challenge in crop genetics. Most agronomic traits of interest are quantitatively
325  inherited and controlled by complex genetic architectures with multiple loci of small to moderate
326  effects. Accurately capturing these signals therefore requires analytical frameworks capable of
327  capturing subtle genotype-phenotype associations under a rigorous statistical modeling
328  framework. To meet this need, we extended the ATLAS framework and developed a new
329  attention-based analytical strategy, termed CALM (Casuality inference with Attention-based
330  Linear regression Model), specifically designed for quantitative trait mapping based on linear
331  modeling and statistical hypothesis testing (see Methods). Furthermore, CALM introduces a
332 bidirectional integration strategy that combines signals from forward- and reverse-strand scans
333  using a geometric mean significance together with a directional consistency penalty term,

334  thereby improving the robustness of association signals.

335  To evaluate the performance of CALM on experimentally measured phenotypes, we analyzed
336 grain length from 2,099 accessions within the 18K rice population (Wei et al., 2024).
337  Remarkably, CALM identified an extremely sharp association peak surrounding the well-
338  documented grain-size regulator gene GS3, with the highest signal precisely corresponding to the
339  causal nucleotide site (QTN) located at position 16,733,441 (Fan et al., 2009) on chromosome 3
340  (Figure 3D). This suggested that the attention score-based association framework might possess
341  advantages for fine-scale localization. Unlike traditional variant-based association analyses,

342 which are often constrained by local linkage disequilibrium (LD) patterns, CALM operates on
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343  base-level attention signals that may be more sensitive to functionally important structural
344  regions. This property may therefore provide the potential for finer-resolution mapping of causal

345  variants in complex crop genomes.

346  Application scenario 3: gene expression prediction based on DNA sequence and multi-

347 modal data

348  Predicting transcript abundance directly from DNA sequence could address one of the central
349  challenges in molecular biology, which is linking genotype to phenotype through regulatory
350  mechanisms. To evaluate this capability in OGR, we fine-tuned the OGR foundation model
351  using paired genomic and transcriptomic data from three rice cultivars (Figure 4A). Genomic
352 sequences were segmented into 32-kb windows using a sliding-window strategy with a 16-kb
353 step size, and the model was trained to predict transcript abundance directly from DNA sequence.
354  To assess the robustness and generalizability of the model across genomic contexts, prediction
355  performance was evaluated at the chromosome level using an independent test cultivar accession
356  (Xiushuil34). Across all 12 rice chromosomes, the model consistently achieved high
357  concordance between predicted and observed gene expression profiles, with log-transformed
358  Pearson correlations ranging from 0.91 to 0.95 (Figure 4B). Notably, prediction performance was
359  stable regardless of chromosomal location, suggesting minimal positional bias in the learned
360  sequence representations. As a proof-of-concept for biological interpretability, we examined
361  TACI (Tiller Angle Control I), a well-characterized quantitative trait locus (QTL) controlling
362 tiller angle in rice (Yu et al., 2007). The predicted expression changes generated by the model
363  were consistent with the known functional effect of a reported 3'-splice site mutation (AGGA—
364  GGGA) in intron 4, which disrupts proper splicing and alters the 3'-UTR structure (Figure 4C),
365 resulting in a dramatic decrease (-92.71%) in the differential expression region (DER) and a
366  corresponding 15.93% down in predicted transcript abundance (Figure 4D), leading to a
367  decreased expression level of fac/ mRNA. This example illustrates the ability of OGR to capture

368  genotype-driven expression changes with direct phenotypic relevance.

369  Although genomic sequences provide fundamental structural information, the actualization of
370  traits is largely governed by the nuanced interplay between DNA and its regulatory environment.
371  The capability of cross-modal prediction could facilitate preliminary in silico perturbation

372 analysis, potentially allowing for the digital simulation of rice responses to environmental
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373  stressors or genetic modifications, complementing conventional experimental approaches. To
374  explore this approach, we developed a cross-modal prediction framework consisting of four
375  integrated components (Figure 5A). The pretrained OGR foundation model was employed as the
376  primary DNA encoder, with only the final layer unfrozen during training to utilize its pretrained
377  genomic representations while maintaining computational stability. This was paired with a
378  lightweight transformer tower designed to process chromatin accessibility (ATAC-seq) signals.
379 The DNA and ATAC representations were subsequently integrated via a cross-attention
380  mechanism followed by a four-way gated multilayer perceptron (MLP) fusion layer. The fused
381  representations were then informed a U-Net decoder. To help preserve fine-scale spatial
382  resolution, the decoder utilized residual skip-connections from both the DNA and ATAC

383 encoders, enabling single-base resolution prediction.

384  The preliminary performance of this architecture was evaluated using a curated dataset
385  containing paired reference genomes, ATAC-seq profiles, and RNA-seq data (Zhu et al, 2024).
386  Experiments were performed using shoot apical meristem samples collected from the MH63 and
387  ZS97 cultivars at 30 days after planting, each with two biological replicates. For each cultivar,
388  the model was trained on one biological replicate and evaluated on the held-out replicate from
389  the same tissue and developmental stage. Under this setting, genome-wide evaluation across both
390 DNA strands showed an average single-base-level Pearson correlation coefficient of 0.880
391  between predicted and observed RNA expression signals, with chromosome-strand-level values
392 ranging from 0.687 to 0.971 (Figure 5B). This high correlation suggests that the model
393  effectively captures the relative abundance and spatial distribution of the RNA expression
394  spectrum. However, the coefficient of determination ( 2) exhibited greater variability across
395  experiments, with an average value of 0.727 and chromosome-strand-level values ranging from
396  0.390 to 0.936. This fluctuation highlights the inherent challenge of accurately recovering the
397  absolute scale of RNA expression signals, particularly for data characterized by a high dynamic
398 range (where the maximum-to-minimum ratio exceeds 10°). Nevertheless, the overall
399  performance indicates that the model is capable of capturing interactions between chromatin
400  architecture and genomic sequence in the regulation of transcriptional output. Although further
401  validation across tissues, developmental stages, and environmental conditions remains necessary,

402  these initial results suggest that OGR may serve as an effective representation backbone for
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403  multi-modal rice genomic modeling and contribute to the continued advancement of Al-driven

404  crop genetics research.
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405 DISCUSSION

406  In this study, we present the first rice-specific genome foundation model pre-trained with large-
407  scale cultivated and wild rice genomes. Our results suggest that the large-scale pre-training on a
408  pangenomic dataset (422 accessions) from a single crop species is critical for capturing the
409  species-specific genomic regulatory grammars. Although multi-species genomic foundation
410  models provide broad representations of the central dogma, they frequently lack the sensitivity
411  required to resolve fine-scale population structures, selective sweep detection, and subspecies
412  differentiation in crop genomes. The strong performance of OGR in these tasks confirms that
413  domain-specific scaling, achieved through extensive intra-species variation modeling, is as
414  important as architectural scaling for agricultural genomic applications. The successful
415  deployment of MoE architecture further demonstrates that sparse scaling strategies are effective
416  for modeling the structurally complex and repeat-rich landscapes of cereal genomes. In addition,
417  the integration of RoPE and GQA addresses the long-standing computational challenges of
418  processing megabase-scale genomic sequences at single-nucleotide resolution. Meanwhile, we
419  also provide a standardized rice benchmark suite including 21 new benchmark datasets across
420  five functional categories for future applications of genomic foundation models in rice research
421  and several useful fine-tuned models, including a fine-tuned OGR for alignment-free subspecies
422 introgression mapping, two fine-tuned OGRs for quantitative transcriptomic prediction directly
423  from DNA sequences and multi-modal data, and a new attention-based quantitative trait mapping
424 tool (CALM). Taken together, as a promising foundational computational infrastructure for rice,

425  OGR represents a paradigm shift in crop genomics and precision breeding in future.

426  Modern rice breeding is rapidly transitioning from empirical selection toward Al-assisted design
427  breeding (Fu et al., 2025), where a central objective is to systematically characterize breeding-
428  relevant genetic resources and thereby enable rational genome-guided crop improvement. In this
429  context, the key challenge is not merely to generate predictive models, but to development Al
430  frameworks capable of transforming genomic information translates into biologically
431  interpretable and breeding-actionable knowledge. Based on OGR, we therefore designed
432 multiple downstream application scenarios that together defined the functional scope of genomic

433  foundation model-driven breeding intelligence.

434  The indica-japonica introgression analysis demonstrates that OGR can recover population
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435  ancestry structure directly from raw genomic sequences without relying on sequence alignment,
436 SNP calling, or predefined population-comparison frameworks. Unlike conventional
437  phylogenetic or marker-based approaches, the OGR-based framework captures subspecies-
438  specific genomic signatures through end-to-end representation learning, enabling robust
439  inference even in regions with low sequence diversity or complex haplotype backgrounds. The
440  observation that introgressed regions in YF47 form extended genomic blocks rather than isolated
441  loci further suggests that the model effectively preserves historical recombination and breeding-
442  derived inheritance patterns. Importantly, the identification of introgression signals surrounding
443  the Chalk5 locus highlights the biological relevance of the learned representations and
444  demonstrates the potential utility of the framework for connecting introgressed haplotypes with
445  agronomically important traits. More broadly, this result indicates that genomic foundation
446  models can provide a scalable and transferable approach for dissecting population structure,
447  tracing breeding history, and identifying functionally relevant introgression events in modern

448  breeding germplasm.

449  Traditional genetic mapping approaches aim to establish statistical relationships between
450  genotypic and phenotypic variation across populations or segregating populations. However,
451  these methods typically infer trait-associated loci indirectly through linkage disequilibrium
452 between genotyped markers and causal variants. Consequently, many studies resolve broad
453  quantitative trait loci (QTLs) rather than directly identifying functional sequence features
454  responsible for phenotypic variation. In contrast, genomic language model-based approaches
455  such as ATLAS (Liu et al., 2026) and CALM by this study directly utilize genomic sequences as
456  model input and learn contextual representations from nucleotide composition, motif
457  organization, and sequence perturbations induced by genetic variation. This provides a sequence-
458  centered framework for capturing phenotype-relevant genetic signals, complementing
459  conventional association mapping approaches that primarily rely on population-level allele-
460  phenotype correlations. Importantly, because these approaches do not depend on predefined
461  mapping populations or LD structure, they are potentially applicable across diverse genetic
462  contexts, including diversity panels, breeding populations, and mutant populations. Furthermore,
463 by leveraging large-scale pretrained genomic representations and long-range sequence context,
464  genomic foundation models may provide advantages in scenarios where association-based

465  approaches are limited by small population sizes, low-frequency variants small-effect loci or loci
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466  with small effect sizes.

467  Fine-tuning genomic foundation model on paired genomic and transcriptomic datasets further
468  provides important biological insight into how cis-regulatory information is encoded and
469  interpreted within the rice genome. DNA-to-expression prediction established a direct
470  quantitative relationship between sequence variation and transcriptional output, thereby
471  strengthening genotype-phenotype inference and facilitating functional interpretation of
472 noncoding regions. Such models capture regulatory logic shaped by evolution, domestication and
473 breeding selection, while simultaneously offering scalable framework for in silico perturbation
474  analysis, functional element discovery, and rational design of gene expression for crop

475  improvement.

476  More importantly, the transition from descriptive genomics toward predictive biological
477  modeling necessitates computational frameworks capable of bridging static genomic information
478  and dynamic phenotypic expressions. Although genomic sequences offer the structural blueprint
479  of biological systems, phenotyptic manifestation ultimately emerges from interaction between
480  DNA and its regulatory environment. By integrating DNA sequences, chromatin accessibility,
481  and transcriptomic information within a unified architecture, OGR  captures the regulatory
482  interactions underlying cellular identity and transcriptional activity. This cross-modal modeling
483  strategy may help distinguish latent genetic potential from realized biological function, thereby
484  offering a more comprehensive representation of how molecular perturbations propagate through

485  regulatory networks to influence complex agronomic traits.

486  Multi-species genomic foundation models can utilize evolutionary conservation to provide
487  constraints and improve generalization (Karollus et al., 2024). By integrating genomic sequences
488  from diverse species, these models are particularly effective at capturing conserved functional
489  elements and regulatory logic shared across evolutionary lineages. However, their reliance on
490  cross-species consensus signals may dilute species-specific variation and reduce sensitivity to
491  population-level heterogeneity. This limitation becomes especially pronounced when modeling
492  traits shaped by recent evolutionary processes or artificial selection rather than long-term
493  evolutionary conservation. This issue is particularly relevant in rice, where complex population
494  structures, such as indica-japonica admixture and extensive artificial selection, play central roles

495  in shaping agronomic traits. Many breeding-relevant alleles are not relatively conserved across
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496  individuals due to they have emerged or been enriched during relatively recent breeding
497  programs. Consequently, single-species models is better suited to resolve fine-scale lineage
498  structure, local haplotype variation, and breeding-associated genomic signatures. By focusing
499  specifically on within-species diversity, these models can more accurately capture the genetic
500  architecture characteristic of crop breeding materials. Single-species models also provide
501 advantages for attention-based interpretability analyses. Because the model is trained on a
502  relatively homogeneous sequence distribution, attention-derived importance signals are more
503  likely to reflect phenotype-associated variation within the species itself, rather than broad
504 interspecies divergence. This enables more precise prioritization of candidate loci associated
505  with agronomic traits. In contrast, although multi-species models are powerful for identifying
506  conserved functional regions, they may attenuate subtle yet biologically important variations that
507 are specific to rice populations, particularly variants introduced through recent breeding or
508  introgression events. As a result, signals critical for distinguishing elite breeding germplasm may
509  become partially masked. Collectively, these observations highlight a fundamental trade-off
510  between generalization and sensitivity in genomic foundation modeling. Multi-species models
511  provide robustness through evolutionary conservation, whereas single-species models offer
512 higher resolution for capturing population structure and breeding-relevant variation. Future
513  studies should explore hybrid modeling strategies capable of integrating the complementary
514  strengths of both paradigms. An important open question is how to incorporate cross-species
515  evolutionary information without compromising sensitivity to within-species variation, or how to
516  design architectures that preserve fine-scale population signals while benefiting from conserved
517  functional priors. Addressing these challenges may enable the development of more flexible and

518  biologically grounded Al frameworks for breeding-oriented genomic discovery.

519  Despite its promising performance, OGR currently has several limitations. OGR is presently
520  restricted to the rice species, and its generalization to other major cereals like wheat or maize has
521  not been fully explored. Cereal genomes vary significantly in genome size, ploidy, and repeat
522 composition, which may require further optimization of the expert-routing strategies and
523  architectural configuration. Additionally, although OGR demonstrates strong performance in
524  transcript abundance prediction, the current framework primarily models basal transcriptional
525  activity and may struggle to capture highly dynamic environmental responses, such as drought,

526  heat stress, or pathogen-induced transcriptional reprogramming, in the absence of explicit
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527  environmental conditioning signals. Notably, while long-context pretraining strategy improves
528  performance on tasks involving long-range genomic dependencies, this strategy may reduce
529  sensitivity to highly localized sequence motifs. Consequently, OGR exhibits comparatively
530  weaker performance in fine-scale sequence prediction tasks such as splice site recognition and
531 CDS region identification. Future work may require hybrid architectures capable of jointly
532 modeling both local motif-level features and ultra-long genomic dependencies. Finally,
533  megabase-scale pre-training remain computationally demanding, potentially limiting rapid model
534  iteration and accessibility in resource-constrained research environments. Future versions of
535  OGR will integrate multi-omics data, including single-cell transcriptomics and three-dimensional
536 genome architecture (Hi-C), to refine the model's understanding of cell-type-specific regulation
537 and long-range spatial dependencies. Ultimately, OGR may serve as a foundational
538  computational framework for Al-driven genome engineering and breeding, enabling rational

539  design of future rice varieties with optimized yield, stress tolerance, and agronomic performance.

540
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541 METHODS

542 Model architecture implementation

543  OGR utilizes a Mixture-of-Experts (MoE) architecture derived from the transformer paradigm,
544  comprising 12 layers and optimized for both predictive performance and computational
545  efficiency in genomic sequence modeling. It is well established that the MoE framework confers
546  intrinsic performance advantages that extend beyond mere gains in computational economy, a
547  foundational principle that motivates the design of our genomic model. Prior investigations have
548  demonstrated that, under equivalent computational constraints, MoE-based models achieve lower
549  perplexity and higher accuracy relative to dense baselines (Shazeer et al., 2017) . This
550  heightened modeling capacity, attributable to expert specialization and conditional computation
551 over an expansive parameter space, has been consistently validated in large-scale language
552 models (Fedus et al., 2022) as well as in other complex data domains (Shi et al., 2025).
553 Accordingly, we adopted this well-validated architectural strategy without substantive alteration;
554  the empirical performance improvements observed in the OGR model are therefore fully

555  consistent with theoretical expectations and the preponderance of existing evidence.

556  The model architecture initiates with a token embedding layer that transforms discrete base
557  tokens into continuous vector representations. Subsequently, three strategically positioned root
558 mean square normalization (RMSNorm) (Zhang & Sennrich, 2019) layers are incorporated
559  within the network to enhance training stability by rescaling input activations to a root mean
560  square value of unity, without applying mean recentering. Between the first and second
561  RMSNorm layers, OGR integrates Rotary Positional Embedding (RoPE) (Su et al., 2024)
562  configured with an exceptionally high base frequency of 50,000,000, thereby endowing the
563  model with the capacity to process ultra-long sequences of up to one million tokens. Notably, in
564  lieu of explicit positional embeddings at the input stage, ROPE encodes positional information
565  dynamically during the attention computation by applying rotary transformations directly to the
566  query and key vectors. This design confers precise positional awareness while accommodating

567  extreme context lengths.

568  Complementing the RoPE mechanism, the model employs a grouped-query attention (GQA)
569  (Ainslie et al., 2023) scheme comprising 16 attention heads that collectively share 8 key-value
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570  groups. This configuration achieves an optimal trade-off between computational efficiency and
571  representational expressivity, enabling accurate and efficient processing of extensive genomic
572 sequences. OGR adopts a MoE architecture consisting of a router network alongside eight
573  parallel expert subnetworks. Each expert subnetwork utilizes the Swish-Gated Linear Unit
574  (SwiGLU) (Zhai et al., 2022) activation function in place of conventional alternatives such as the
575  Rectified Linear Unit or Gaussian Error Linear Unit (ReLU/GELU), thereby enhancing both
576  expressive power and training stability. The router dynamically assigns two of the eight experts
577  to each token in a content-dependent manner, facilitating adaptive allocation of computational
578  resources (Figure 1, middle panel). This design supports efficient handling of both structurally

579  simple repetitive regions and functionally complex regulatory elements.

580  Finally, a linear output layer projects the model's terminal hidden state onto logits spanning the
581  vocabulary space, where a softmax transformation subsequently yields a probability distribution
582  over candidate tokens, consistent with the next-token prediction objective (Radford &
583  Narasimhan, 2018) . A salient advantage of this architectural framework is its inherent flexibility,

584  which readily permits effective adaptation to a diverse array of downstream applications.
585  Training procedure

586  During the pretraining phase, OGR was optimized under a self-supervised learning paradigm,
587  wherein the model was trained to minimize the next-token prediction objective while
588  concurrently learning generalizable genomic sequence representations. The training procedure
589  was executed using the Megatron-LM framework (Shoeybi et al., 2020) distributed across 128
590  graphics processing units (GPUs), leveraging an advanced five-dimensional parallelism strategy
591  that integrates tensor parallelism, pipeline parallelism, context parallelism, data parallelism, and
592 expert parallelism. The global batch size was set to 1,024, realized through gradient
593  accumulation over micro-batches of size 1. Parameter optimization was performed via the
594  AdamW (Loshchilov & Hutter, 2019) algorithm, employing a distributed sharded
595  implementation to manage optimizer state storage efficiently. The learning rate was scheduled
596  according to a cosine decay trajectory, incorporating a 5% linear warm-up phase and attaining a
597  peak value of 1x1074, with gradient clipping enforced at a threshold of 1.0 and weight decay set
598 to 0.1.
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599  To mitigate the inherent challenge of expert load imbalance within the MoE architecture, an
600  issue exacerbated by the constrained genomic vocabulary comprising only four nucleotide bases.
601  We implemented an expert load-balancing mechanism supplemented by an auxiliary loss
602  (Shazeer et al., 2017) with a coefficient of 1x103. This regularization strategy averts router
603  collapse and promotes uniform expert utilization across heterogeneous genomic contexts.
604  Additionally, a Z-loss (Zoph et al., 2022) penalty, applied to the router logits with an identical
605  coefficient of 1x1073, serves to suppress numerical instability and ensure smoother optimization

606  dynamics within the MoE components.

607 To enable modeling of ultra-long sequence contexts spanning up to one million tokens, a
608  multistage progressive training regimen was employed. This strategy entailed three principal
609  technical measures: incremental exposure to training sequences of progressively extended
610  lengths, scheduled learning rate annealing to counteract catastrophic forgetting (Wang et al.,
611  2025), and application of Rotary Positional Embedding (RoPE)-based context window scaling

612  techniques.

613  Numerical stability and training fidelity were further enhanced through the adoption of mixed-
614  precision training. Specifically, the BF16 data format was utilized for the majority of arithmetic
615  operations, whereas full FP32 precision was strictly preserved for a subset of critical
616  computations, namely: (a) the Softmax activation within the attention mechanism, (b) gradient
617  accumulation and All-Reduce collective communications, and (c) MoE routing operations.
618  Concurrently, reduced-precision matrix multiplication via BF16 was explicitly deactivated for

619  these sensitive components.

620  The synergistic integration of Grouped-Query Attention (GQA) and Flash Attention (Dao et al.,
621  2022) endows OGR with complementary advantages. GQA furnishes architectural refinements
622  essential for the efficient partitioning of key-value representations, while Flash Attention
623  provides a highly optimized computational kernel for accelerated attention score evaluation. This
624  concerted design establishes a robust foundation for sustaining high-performance pretraining at

625  scale with expansive contextual windows.

626  Additional system-level optimizations encompassed the utilization of grouped general matrix
627  multiplication (GEMM) operations (Zhai et al., 2023) to facilitate efficient batched expert
628  computation within MoE layers, the deployment of all-to-all token dispatching protocols (Hwang
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629 et al., 2023) for MoE inter-expert communication, overlapping of parameter aggregation and
630  gradient reduction steps to minimize communication latency, and implementation of a cyclic
631  data loader provisioned with eight worker processes to ensure uninterrupted streaming of training

632  data throughout large-scale pretraining.

633  The pretraining of the model was conducted on the National Artificial Intelligence Public
634  Computing Power Open Innovation Platform, specifically utilizing the Nanhu Computing
635  Framework, which comprises a resource pool of over 1,000 NVIDIA A100-80GB GPUs. For the
636  pretraining phase, a subset of 16 computational nodes was allocated, each provisioned with 8
637 NVIDIA A100-80GB GPUs, yielding a total of 128 GPUs dedicated to the training workload.

638  The entire pretraining procedure was completed over a duration of approximately eight days.
639  Dataset construction

640  The pre-training corpus for OGR was meticulously constructed to bridge the "representational
641  gap" prevalent in existing plant models. We integrated a pangenomic dataset of 422 high-quality
642  rice genomes, all of which were sourced from open-access data in previously published literature
643  (Guo et al., 2025; Kawahara et al., 2013; Qin et al., 2021; Wang et al., 2023; Wei et al., 2024;
644  Xie et al., 2025; Zhang et al., 2022). These genomes were selected from a larger pool through a
645  rigorous quality control pipeline. To ensure high data fidelity, we only retained assemblies
646  anchored to 12 chromosomes that met stringent criteria: a scaffold N50 > 20 Mb (continuity), a
647  BUSCO score > 95% (completeness), and fewer than 200 gaps with a total gap length < 1% of

648  the genome (correctness).

649  This curated dataset captures the profound genetic diversity within the Oryza genus. Cultivated
650  Rice (257 accessions): this subset encompasses diverse indica and japonica landraces and
651  improved varieties, reflecting the genomic signatures of environmental adaptation and
652  anthropogenic selection over millennia. Wild Rice populations (165 accessions): we included
653  wild relatives, primarily represented by O. rufipogon. These populations serve as pivotal
654  reservoirs of beneficial alleles for biotic and abiotic stress resistance traits frequently lost during
655 the domestication bottleneck. Within this dataset of 422 high-quality genomes, 190 are
656  professionally annotated, while the remaining 232 consist of de novo assemblies without

657  annotation. This pangenomic approach ensures that OGR transcends the limitations of the
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658  traditional Nipponbare reference genome. By incorporating diverse genomic architectures, the
659  model achieves a comprehensive understanding of global structural variations (SVs) and rare

660  SNPs that are often absent in a single reference.

661  The training data for OGR were encoded directly from genomic sequences. Each genomic
662  sequence was transformed using a one-hot encoding scheme, with a vocabulary comprising the
663  four canonical nucleotides (A, T, C, and G), the ambiguous base N, and specialized tokens such
664 as <EOD> to delineate sequence boundaries. To foster a general-purpose representation of the
665  rice pangenome, the corpus remained strictly "agnostic" during this stage, no cell-type-specific
666 labels, epigenetic features, or functional annotations were introduced. This approach ensures that
667  the model captures the endogenous logic of the genome, remaining unbiased by experimental

668  conditions or specific biological contexts.

669  The initial pre-training phase processed approximately 490 billion (490B) tokens through a
670  multi-scale curriculum learning framework. The dataset was partitioned into four escalating
671  window sizes 8,192 bp, 32,768 bp, 131,072 bp, and 1,024,000 bp, distributed at an approximate
672 ratio of 5:2:2:1. Different sampling strategies were applied at different scales to balance
673  functional feature learning and large-scale structural modeling. The 8 kb and 32 kb datasets were
674  generated using a hybrid strategy that combined two data sources: gene-centered fragments from
675 190 annotated genomes, including gene bodies together with 3 kb upstream and downstream
676  flanking regions; and whole-genome sequences from 232 high-quality unannotated genomes.
677  These sequences were segmented into fixed-length samples of 8 kb and 32 kb for training. In
678  contrast, the 128 kb and 1 Mb datasets were constructed exclusively from all 422 high-quality
679  whole-genome sequences. The genomes were tiled into long-context samples to enable the
680  model to capture large-scale pangenomic variation patterns.To enhance strand robustness and
681  directional invariance, reverse-complement augmentation was applied throughout all training
682  stages. The forward-to-reverse strand ratios for the 8 kb, 32 kb, 128 kb, and 1 Mb stages were set
683  to1:1,1:3,2:2, and 3:1, respectively (Supplementary Table S2).

684  In the subsequent continued pre-training (CPT) stage, an additional 104 B tokens were generated
685 by tiling the whole-genome sequences of the 190 annotated genomes into fixed-length 8 kb
686  windows, with a forward-to-reverse strand ratio of 1:3. The return to 8 kb context was motivated

687 by the prevalence of short-sequence downstream tasks, which benefits Fine-Tuning performance
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688  while preserving the long-range capacity acquired during initial pre-training. The 190 annotated
689  genomes were chosen specifically because their whole-genome sequences had not been exposed
690  to the model previously; the initial 8 kb stage had drawn only from gene-centered fragments of

691  these assemblies, leaving their intergenic regions as novel signal for CPT.
692  Benchmark datasets

693  Rice benchmark construction

694  To systematically evaluate the representational capacity and generalization performance of
695  different models in rice functional annotation, we established a comprehensive benchmark
696  encompassing multiple tasks, including gene structure prediction, epigenetic regulation, and

697  variant effect assessment.
698  Splice site recognition dataset

699  splice sites labels: Constructed using the MSU7 genome annotation. Positive samples consist of
700 400 bp sequences spanning 200 bp upstream and downstream of donor or acceptor sites, while
701  negative samples are sequences containing GT/AG dinucleotides that do not correspond to true

702 splice sites.
703  Coding sequence annotation dataset

704  CDS multilabel: Constructed using IRGSP1.0 annotation. Sequences were segmented using 512
705  bp windows, with base-level binary labels assigned. Training and validation sets were partitioned

706 by chromosome, with chromosomes 9 and 12 used as the validation set.
707  Chromatin accessibility prediction datasets

708  chromatin_access MH63 agront and chromatin_access ZS97 agront: Each benchmark
709  dataset was constructed by randomly sampling 100,000 sequences from the AgroNT evaluation

710  tasks.

711 chromatin_access_512: Sequences of 512 bp were extracted from the RiceENCODE database,
712 with chromatin accessibility labels assigned across four tissues: mature leaves, panicles, roots,

713 and young leaves.

714 Gene expression prediction datasets

27


https://doi.org/10.64898/2026.04.21.719822

bioRxiv preprint doi: https://doi.org/10.64898/2026.04.21.719822; this version posted May 29, 2026. The copyright holder has placed this
preprint (which was not certified by peer review) in the Public Domain. It is no longer restricted by copyright. Anyone can legally share, reuse,
remix, or adapt this material for any purpose without crediting the original authors.

715 bulk gene exp agront (gene-level expression): 6,000 bp sequences from AgroNT evaluation

716  tasks, with the goal of predicting gene expression levels across different tissues.

717 bulk single base Callus (single-base resolution): 6,000 bp sequences with bigWig coverage

718  used as regression labels, derived from callus tissue, as reported in (Zhu et al., 2024).
719  Polyadenylation site prediction datasets

720  poly a japonica and poly a indica: Datasets for alternative polyadenylation site prediction

721 tasks from the AgroNT evaluation tasks.
722 Variant effect prediction datasets

723 RiceVar 512 bp, RiceVar 6 kb, and RiceVar 8 kb: These datasets were constructed based on
724  annotations from the RiceVarMap database, integrating predictions from SnpEff, PolyPhen-2,
725  and SIFT. Only variants consistently annotated as either deleterious or benign by all three tools

726  were selected. Sequence contexts of 512 bp, 6,000 bp, and 8,192 bp were used, respectively.
727  Epigenetic modification prediction dataset

728  Epigenetic_Marks Prediction-Histone: Based on 13 histone modification datasets from
729  RiceENCODE database, 1 kb genomic windows centered on peaks were extracted. Overlapping
730  regions were merged, resulting in a benchmark task where each sequence can carry multiple

731 histone modification labels simultaneously.

732 Enhancer identification and strength prediction datasets

733 enhancer_regions: Rice enhancer training data used in the RicENN model (Gao et al., 2022).
734 enhancer strength: Data from Sun et al. (2019), with enrichment values used as labels.

735  Selective sweep region identification datasets

736  sweep_region_psr,  sweep region sor,  sweep region 8 kb,  sweep region 32 kb,
737  sweep_region_100k: Selective sweep regions were obtained from (Jing et al., 2023). Sequences
738  corresponding to the putative selective sweep regions (PSR) and single-origin selective sweep
739  regions (SOR) were extracted, and datasets were constructed with four sequence lengths: 6 kb, 8

740 kb, 32 kb, and 100 kb.
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741  NLR gene identification dataset

742 rice_nlr: NLR genes were obtained from Stein et al (Stein et al., 2018).

743 Non-coding RNA identification datasets

744 IncRNA: Sequences were obtained from the PLncDB database.

745  smallRNA: Sequences were obtained from the CSRDB and sRNAanno databases.
746  Variety classification datasets

747  varieties_classification 8 kb, varieties classification 32 kb, and varieties_classification 128 kb:
748  Based on three representative rice genomes (NIP, MH63, and GWHERKH), sequences were
749  extracted using sliding windows of 8 kb, 32 kb, and 128 kb. One-hot encoding was used to label

750  indica, japonica, and wild rice.

751  Indica-japonica introgression identification analysis

752 Based on the sequence representation capabilities of the OGR foundation model, this study
753 constructs a prediction framework that maps genomic sequences to subpopulation origin
754  probabilities, thereby enabling the inference of ancestry introgression between indica and

755  japonica. The overall workflow is described below:

756 Data preparation and processing

757  For this study, a curated whole-genome rice dataset was constructed from the 3KRGP,
758  comprising 25 indica and 25 japonica accessions. The selected accessions included Chinese
759  landraces with clear population annotations and a smaller subset of japonica accessions from
760  Japan. Within each subspecies, accessions were divided into training, validation, and test sets at a
761  ratio of 3:1:1, resulting in 15, 5, and 5 accessions respectively (with balanced number across
762 subspecies). All sequence windows derived from the same accession were strictly assigned to the

763  same data subset to prevent data leakage and ensure independence and generalizability.

764  For the training set, quality control was first applied to remove consecutive ambiguous bases (N)
765  at both chromosomal ends. A sliding window strategy was then used to segment the genomes,
766  with a window size of 8,000 bp and a stride of 7,000 bp, enhancing local sequence continuity and
767  improving the detection of potential introgression boundaries. The resulting sequences were

768  encoded using the same tokenizer as that used for the pre-trained OGR model.
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769  For the validation and test sets, we first identified genomic regions with extremely strong genetic
770  differentiation (Fisr > 0.9) between indica and japonica based on genome-wide scan results from
771 the 3KRGP, and constructed a reference set from these regions. Subsequently, BLAST was used
772 to align sequences from the validation and test sets against this reference set, retaining only high-
773 confidence matching regions as candidate analysis windows, thereby ensuring that the model
774  focuses on genomic regions with strong indica-japonica differentiation signals. To standardize
775  input length, fragments longer than 8,000 bp were truncated, while fragments shorter than 8,000
776 bp were padded by extracting flanking sequences based on their original genomic coordinates.
777  Finally, all processed sequences were encoded using the same tokenizer as the OGR pre-training

778  stage before being fed into the model for evaluation.

779  In addition to the above test set, a genome-wide analysis dataset was constructed using the elite
780  japonica cultivar Yanfeng 47 (YF47). For this genome, consecutive ambiguous nucleotides (N)
781  at both chromosomal termini were first removed. The cleaned genome was then partitioned into
782 non-overlapping sequence windows using a sliding-window strategy with a window size of
783 8,000 bp and a step size of 8,000 bp. All window sequences were encoded using the same
784  tokenizer as that used in the OGR pre-training stage.

785

786  Model architecture

787  This study adopted the pre-trained OGR model (rice 1.25 B, 8 kb context) as the DNA backbone
788  encoder to extract sequence representations from 8,000 bp genomic windows. During the fine-
789  tuning phase, a Low-Rank Adaptation (LoRA) parameter-efficient fine-tuning strategy was
790  employed. Low-rank trainable parameters were applied only to the q proj and v_proj layers
791  within the Transformer attention layers, with a rank of 16, scaling factor of 32, and dropout rate

792 of 0.1.

793  For the token-level hidden states output by the backbone network, masked mean pooling was
794  applied to obtain window-level feature representations. A two-layer fully connected projection
795  head was used to map the feature dimension from 1024 to 512 and further project it into a 128-
796  dimensional embedding space, forming a representation suitable for supervised contrastive

797  learning. A classification head was then attached to output logits for the two classes, which were
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798  converted into source probabilities [Pjaponica, Pindica] via a sigmoid function. The japonica label

799  was defined as [1, 0], and the indica label as [0, 1].

800 The model was optimized using a joint loss function combining classification loss and
801  supervised contrastive loss:

—a-) +
802  Where L. is the BCEWithLogitsLoss classification loss, and Lco, is the supervised contrastive
803  loss, which encourages intra-class compactness and increases inter-class separation in the
804  embedding space, thereby improving discriminability in boundary regions between subspecies. A

805 is the loss weight coefficient, set to 0.1 in this study.

806  Training procedure

807  We trained the model using Distributed Data Parallel (DDP) with NCCL communication
808  backend. FP16 mixed precision was adopted to improve efficiency and reduce memory usage.
809  The model was optimized using AdamW with a learning rate of 1x10° and a cosine decay
810  schedule. Warmup ratio was 0.05, weight decay was 0.01, batch size was 4, and gradient

811 accumulation was 8.

812  Introgression map construction and performance evaluation
813  For ancestry inference in the test set, a probability threshold & was introduced to evaluate each
814  window, maintaining consistency with the subsequent introgression analysis. Specifically,

815  genomic windows were classified as japonica-derived when Pjgponica > € and Pindica < &,
816  whereas windows were classified as indica-derived when Pjgponica < € and Pindgica > €. When both

817  probabilities were simultaneously greater than or equal to ¢ or simultaneously less than &, the
818  region was categorized as an uncertain region, indicating ambiguous or low-confidence ancestry

819  inferences.

820  The discretized ancestry predictions were subsequently mapped back to genomic coordinates to
821  construct discrete label sequences and corresponding probability trajectories at the chromosomal
822  scale, thereby generating a genome-wide ancestry introgression map. Model performance was

823  quantitatively evaluated using the Area Under the ROC Curve (AUC) and Accuracy (ACC).
824  ldentification of trait-Associated loci

825  Identification and prioritization of glutinousness-associated Loci
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826  To evaluate whether OneGenome-Rice-derived sequence-response profiles could prioritize
827  genomic regions associated with rice quality traits, we applied the proposed pipeline to
828  glutinousness, a binary trait with a well-established genetic basis. Phenotypic information for
829  glutinous and non-glutinous accessions was obtained from the Rice SNP-Seek Database
830  (Mansueto et al., 2017). The corresponding accessions were selected from the 3,000 Rice
831  Genomes Project panel (Wang et al., 2018), , and genome-wide variant files were obtained from
832 RiceVarMap V2.0 (Zhao et al., 2021). Variant calls were retained in a sequence-reconstruction
833  format that preserved SNPs as well as indel/deletion-related variation, allowing accession-
834  specific pseudo-genomic sequences to more closely reflect the observed genomic background.
835  Only accessions with unambiguous glutinousness phenotypes and available genotype data were
836  included, resulting in a final dataset of 100 glutinous and 100 non-glutinous rice accessions.

837  The genome was partitioned into sliding windows defined in BED format, where each interval
838  specifies the chromosome, start coordinate, and end coordinate of the analyzed genomic block.
839  For each accession and each genomic window, a sample-specific pseudo-sequence of DNA was
840  reconstructed by integrating VCF-derived variants into the reference genome sequence. During
841  this process, an explicit coordinate mapping was maintained between the reconstructed pseudo-
842  sequence and the original reference genome, enabling model-derived scores to be projected back
843  to reference genomic coordinates.

844  Each reconstructed sequence was processed by OGR in both the forward orientation and the
845  reverse-complement orientation. Model-derived attention or sequence-response scores were
846  extracted separately from the two directions. These scores were then projected back to reference
847  coordinates and reorganized into sample-by-position matrices for each genomic block. Forward-
848  and reverse-direction profiles were retained independently throughout the initial analysis,
849  allowing the consistency of strand-specific signals to be evaluated in subsequent steps.

850  For each genomic position within a block, sequence-response values were compared between the
851  glutinous and non-glutinous groups. Because glutinousness was treated as a qualitative trait,
852  group differences were assessed using the Mann-Whitney U test. Resulting P values were
853  adjusted for multiple testing using the Benjamini-Hochberg procedure, and the adjusted values
854  were transformed into standardized positional differential signals. This analysis generated
855  forward- and reverse-direction differential profiles across each genomic block, representing the

856  extent to which local sequence-response patterns differed between the two phenotypic groups.
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857  Candidate regions were first identified using a local turning-point interval detection strategy. In
858  brief, the forward- and reverse-direction differential profiles were scanned independently to
859  detect positions showing abrupt local changes in signal intensity. Candidate turning points were
860  defined by local shifts in mean signal together with asymmetry in the surrounding signal
861  distribution. Forward- and reverse-direction candidate points were then paired according to
862  predefined distance and directional-consistency constraints. Paired signals were used to define
863  high-confidence candidate intervals, which were subsequently ranked according to their
864  combined local differential intensity and cross-direction consistency.

865  To further prioritize candidate genes, positional differential signals were aggregated within
866  annotated gene intervals, allowing attention-derived signals to be summarized at the gene level
867  using reference genome annotations. For each gene, differential signals within the gene body and
868  optional flanking regions were summarized using a panel of statistical features describing signal
869  magnitude, dispersion, distributional shape, peak enrichment, and signal complexity. These
870  included metrics such as central tendency, upper quantiles, peak-related measurements, peak
871  density, and Shannon entropy. The resulting gene-level feature matrix was used to rank
872  candidate genes whose annotated regions showed consistent enrichment of differential sequence-
873  response signals between glutinous and non-glutinous accessions.

874  Because the attention-derived outputs were designed for candidate prioritization rather than
875  conventional threshold-based association testing, no fixed genome-wide significance threshold or
876  predetermined number of loci was imposed. Instead, the analysis focused on whether the highest-
877  ranked intervals and genes recovered known biological regulators of glutinousness and starch

878  quality, while also identifying additional candidate regions for downstream interpretation.

879  Casuality inference with attention-based linear regression model (CALM)

880  Building upon the ability of the OGR foundation model to capture functional motif, genomic
881  structure and contextual sequence dependencies, we developed an attention score-based
882  association mapping framework termed as CALM (casuality inference with attention-based
883  linear regression model). Briefly, reconstructive individualized genomic sequences based on
884  VCF files were processed using the pretrained OGR model, and the resulting position-wise
885  attention scores were used for downstream analysis. Unlike traditional GWAS, which uses

886  discrete genotypes as explanatory variables, CALM directly employs attention scores as
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887  quantitative factors in a linear regression framework. Specifically, for each genomic position i,

888  the following model was fitted:
889 y=ﬂ0+ﬂA,+Z 7PC +¢

890  where y denotes the phenotypic value, 4; represents the attention score at genomic position i, f;is
891  the estimated effect size, and ¢ represents the residual error. Here, principal component analysis
892  was performed directly within the attention-derived feature space to represent population
893  structure and potential confounding effects. PCy corresponds to the k-th principal component
894  calculated from the genome-wide attention matrix. Next, for each genomic position, statistical
895  significance was evaluated by testing the corresponding regression coefficient using a #-test, and

896  the resulting p-values were used to quantify association signals with the phenotype.

897  To suppress fake orientation-dependent signals, CALM incorporated a bidirectional consistency
898  analysis. Both the forward genomic sequence and its reverse-complement counterpart were
899  independently analyzed using the same pipeline, yielding forward-direction and reverse-direction
900  association statistics for each genomic position. The two directional signals were integrated
901 using a consistency-constrained framework, in which the final association significance was

902  defined as:

903 /—i mm(pl Y2 D)

max(pl ’pl )

904  where p/ and p/ denote the association p values calculated from the forward and reverse-
905  complement z-test at genomic position i, respectively, and p;* represents the final consistency-
906  constrained integrated significance score. Through this framework, loci showing strong
907  significance in one sequence orientation but weak support in the opposite direction receive
908  greater penalization due to reduced directional consistency. In addition, genomic positions
909  exhibiting inconsistent effect directions between forward and reverse analyses were excluded as
910  non-robust association signals, thereby reducing potential false-positive associations arising from
911  strand-dependent artifacts or local sequence bias. Overall, by performing association analysis

912  directly on contextualized sequence representations rather than isolated genotype states, CALM
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913 is less constrained by conventional linkage disequilibrium structure and can improve the
914  resolution of candidate locus localization, thereby providing enhanced fine-mapping capability

915  for identifying potentially functional genomic regions.

916

917  Gene expression prediction

918  The RNA-seq data from 18K-rice population study were used (Wei et al., 2024). Only leaf tissue
919  data collected 2 to 3 days before heading date were used for analysis in this study. The reference
920  genomes for the parental lines were downloaded from the data repository provided in the original
921  publication. To prevent data leakage, training and test datasets were separated by accession prior
922 to model training.

923 Data preparation

924  RNA-seq data from three rice cultivars (Huanghuazhan, IAC25, Wuyungeng) at the grain-filling
925  stage were used for model training, wherase a fourth cultivar (Xiushuil34) was reserved as an
926  independent test accession. Whole-genome DNA sequences were segmented into 32 kb genomic
927  regions using a sliding window with a step size of 16 kb, each such window was directly used as
928  a context input for the model (i.e., 50% overlap between adjacent windows). Strand-specific
929  RNA-seq reads were aligned to the corresponding cultivar reference genome. Reads mapped to
930  chloroplast genomes were removed prior to downstream analysis. Base-resolution expression
931  BigWig coverage tracks were generated using deepTools bamCoverage with a bin size of 1 bp
932 and counts-per-million (CPM) normalization. Training and test chromosomes were partitioned
933  prior to model fitting to prevent data leakage.

934  Model architecture

935  DNA encoder: The pretrained OGR foundation model (rice 1.25 B, 32 kb context) was loaded
936  and served as the sequence embedding backbone for genomic representation learning.

937  Downstream prediction head: A U-Net-style encoder-decoder module with configurable
938  projection dimension (1024), four downsampling blocks, and a bottleneck layer (1536) was
939  appended to predict single-base expression tracks. Skip connections preserved fine-scale
940  positional information during upsampling.

941  Training procedure
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942  Full-parameter fine-tuning was performed in a distributed data-parallel (DDP) environment with
943  synchronized batch normalization and bfloat16 mixed-precision computation. FlashAttention-2
944  was enabled to accelerate self-attention operations and improve computational efficiency. Model
945  optimization was performed using the Adafactor optimizer with a cosine learning-rate decay
946  schedule (base lr=1x10"*, 10% warmup), weight decay of 0.01, and gradient clipping (max
947  norm=1.0). The model was trained for 20 epochs with a per-device batch size of 1, with gradient
948  accumulation employed to accommodate GPU memory constraints. The loss function was mean
949  squared error (MSE) between predicted and observed expression tracks. A custom Trainer
950  module was implemented to support chromosome-aware sampling, per-track loss aggregation,
951  and step-wise metric logging. Training dynamics and model checkpoints were monitored via
952  Weights & Biases, with checkpoints retained based on minimum validation loss.

953  Evaluation

954  Model performance was assessed at both base-pair and gene levels. Agreement between
955  predicted and observed expression values was quantified using Pearson correlation coefficient
956  (PCC) computed on raw and loglp-transformed expression values, as well as the Spearman rank
957  correlation coefficient. Performance metrics were computed independently for each chromosome
958  to evaluate genome-wide generalization and then aggregated across genes to obtain overall
959  model performance.

960  In silico variant effect prediction

961  To assess the regulatory impact of cis-acting sequence variants, we implemented an in silico
962  mutagenesis framework. A 32,768 bp genomic context window encompassing the target locus
963  was extracted from the reference genome. Mutant sequences were generated by introducing
964  single-nucleotide substitutions at specified coordinates while preserving the surrounding
965  sequence context. Both reference and mutant sequences were tokenized and processed through
966  the fine-tuned model in evaluation mode with gradient computation disabled (torch.no_grad).
967  The model outputs base-resolution RNA-seq prediction tracks for each sequence. Gene-level
968  expression was quantified by summing the predicted signal across the annotated genomic
969  coordinates of the target gene. As a proof of concept example, we applied this framework to
970  TACI (LOC_0s09g35980), evaluating a documented A-to-G substitution at the 3'-splice site of

971  intron 4. This mutation disrupts canonical splicing and modulates tiller angle architecture,
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972 thereby demonstrating the fine-tuned OGR model's capacity to link sequence-level perturbations

973  to transcriptional and phenotypic outputs.
974  Gene expression prediction based on multi-modal data

975  Datasets

976 ~ The paired ATAC-seq and RNA-seq data were downloaded from SRA study SRP425619. Only
977  shoot apical meristem tissue samples were used in this study. The reference genomes assemblies
978 for MH63, ZS97, and Nipponbare (NIP) corresponded to GCA 016134885.1,
979  GCA _001623345.3, and GCF _034140825.1, respectively. Although sequencing reads were
980  processed genome-wide, only chromosome 3 was used for model training and evaluation. The
981  training and test datasets were separated before model training to ensure that no test data were

982  used during optimization.

983  Data preprocessing

984  ATAC-seq datasets: Paired-end ATAC libraries were processed using a standard analysis
985  pipeline including adapter trimming, genome alignment, BAM file sorting, and coverage
986  normalization. Trimmomatic was used for adapter trimming to obtain clean reads. The clean
987  reads were mapped to the corresponding cultivar reference genome using Bowtie2. The resulting
988  BAM file was sorted by coordinate, and reads mapped to the chloroplast were excluded. The
989 BAM file was converted to BigWig format using deepTools bamCoverage, with a minimum
990  mapping quality threshold of 30, a bin size of 5 bp, and CPM normalization.

991  RNA-seq datasets: Strand-specific RNA-seq reads were aligned and converted to separate plus-
992  and minus-strand coverage tracks, CPM-normalized, at base-pair resolution. HISAT2 was used
993  for RNA-seq alignment against the cultivar genome. The resulting BAM files were sorted by
994  coordinate, and reads mapped to the chloroplast were excluded. The BAM files were converted
995  to BigWig format using deepTools bamCoverage, with minimum mapping quality set to 0, and
996  bin size of 1 bp, and CPM normalization, for both the plus and minus strands.

997  Model architecture
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998  DNA encoder: The pretrained OGR foundation model (rice 1.25 B, 32-kb context) was used as
999  the DNA sequence encoder. During fine-tuning, only the final transformer layer was trainable,
1000  whereas all preceding layers remain frozen.

1001  ATAC encoder: ATAC-seq accessibility along the genomic window were encoded using a
1002  dedicated transformer tower. At each genomic position, scalar ATAC-seq accessibility values
1003  were lifted to a 192-dimensional embedding space through a linear layer. The resulting
1004  embedding were processed through six pre-norm transformer layers, each consisting of four-
1005  headed self-attention with a head dimension of 48, rotary positional embeddings matched to the
1006 DNA backbone’s RoPE settings, and a feed-forward sublayer whose hidden width is four times
1007 the model width (768). A final linear map projects the sequence from width 192 to width 1024 so
1008  the ATAC branch matches the DNA embedding dimension; the tensor is returned in channel-first
1009  form with length aligned to the DNA token grid.

1010  Fusion and decoder: DNA and ATAC-seq representations were first downsampled to one-quarter
1011 of their original sequence length and subsequently fused with bidirectional cross-attention. The
1012 downsampled DNA and ATAC repesentations and two directional cross-attention features were
1013 then passed through a four-way gated MLP fusion module. A U-Net-style decoder restores full-
1014 length predictions, with skip connections from both DNA and ATAC branches for fine-scale
1015  reconstruction. Gate entropy regularization was applied at 1% of the MSE scale for both the
1016  fusion gates and the skip-connection gates, encouraging less peaked gating without dominating
1017  the regression objective.

1018  Training procedure

1019  Data Transform: The chromosome sequences were tiled with 32 kb windows and 16 kb overlap
1020  (50% overlap between consecutive windows). RNA expression levels were transformed before
1021  training using the method proposed by AlphaGenome (Avsec et al., 2026): consisting of a 0.75
1022  power transform followed by squashing of extreme values. The inverse of this map was applied
1023 when comparing predictions to observations in the original signal domain.

1024  Training Object: The training objective was defined as the sum of plus- and minus-strand mean
1025  squared error (MSE) between the predicted two-channel RNA expression tracks and the

1026  corresponding transformed targets signals. Additional entropy regularization terms proportional
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1027  to the normalized Shannon entropy of fusion and skip-connection gate weights were incorporated
1028  at 1% of the MSE scale to discourage excessively peaked gating distributions.

1029  Optimization: Model training was performed for 80 epochs using the Adafactor optimizer. Each
1030  optimization step used five windows per accelerator after twenty micro-batch accumulations, and
1031  accumulation was rescaled with the number of parallel processes so that the effective global
1032 batch size stayed comparable when more than one GPU was used. Discriminative learning rates
1033 were set to 3 x 107° on the trainable last DNA block and to 1.5 x 10~* on all other trainable
1034  modules (ATAC encoder, fusion, and decoder head). The learning rate followed linear decay
1035  with 5% linear warm-up at the start of training. We used weight decay 0.01, gradient clipping at
1036 global L2 norm 1.0, and logged the training loss every optimizer step. Model weights were
1037  written to disk every five epochs while retaining at most ten checkpoints for downstream
1038  evaluation.

1039  Evaluation

1040  Agreement between predicted and observed RNA, pooled over bases, used the Pearson

1041  correlation coefficient and the coefficient of determination (R?).

1042 DATA AND CODE AVAILABILITY

1043  The implementation details, model weights, and inference code for OneGenome-Rice are
1044  available at the GitHub repository: https://github.com/zhejianglab/OneGenome-Rice and
1045 https://github.com/BGI-Plant/OneGenome-Rice. The 26 benchmark datasets curated for rice
1046  genomics have been released on the Hugging Face Hub and ModelScope under the
1047  "RiceBenchmark" repository. Training sequences for the 422 accessions are accessible under the

1048  respective BioProject accession codes (Supplementary Table S1).
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1279  Tables

1280  Table 1. Architectural details of OneGenome-Rice (OGR) model.

Architecture MoE
Number of total parameters 1.25B
Number of activated parameters 0.33B
Number of layers 12
Attention hidden dimension 1024
MokE hidden dimension (per expert) 4096
Number of attention heads 16
Number of experts 8
Selected experts per token 2
Vocabulary size 128 (padded)
Context length Upto 1 Mb
Attention mechanism GQA & Flash Attention
Activation function SwiGLU
Trained tokens 594 B

1281

1282 Table 2. Performance comparison of models on rice benchmark tasks.

Models (number of parameters)*

Task : OGR Agro PlantCAD Botanic
. Evaluation datasets GENERat
categories (125 NT  2-Large 0-L
or-v2 (3B)
B) (IB) (694M) (991M)
chromatin_access 512bp  0.838 0.755 0.819 0.780 0.791
Short- Epigenetic Marks Predicti 0.703  0.640 0.691 0.621 0.688
sequence on-Histone
task smallRNA 0.961 0946 0.950 0.954 0.965
splice_sites labels 0.842  0.820 0.896 0.867 0.858

48


https://doi.org/10.64898/2026.04.21.719822

remix, or adapt this material for any purpose without crediting the original authors.

bioRxiv preprint doi: https://doi.org/10.64898/2026.04.21.719822; this version posted May 29, 2026. The copyright holder has placed this
preprint (which was not certified by peer review) in the Public Domain. It is no longer restricted by copyright. Anyone can legally share, reuse,

RiceVar 512 bp 0.942 0.946 0.937 0.960 0.961
enhancer_strength 0.588 0.450 0.524 0.494 0.435
enhancer regions 0.958 0.964 0.963 0.961 0.937
IncRNA 0.925 0916 0918 0.937 0.908
Long-
sequence rice_nlr 0.923 0918 0.937 0.953 0.927
task )
RiceVar 6 kb 0.887 0.832 0.888 0.836 0.903
RiceVar_8 kb 0.887 / 0.886 / 0.884
Single- CDS_multilabel 0.852 0.827 0.926 0.860 0.500
leotid
MHEEONEE bulk single base Callus  0.613  0.659 0.681 0.579  nan
task
sweep_region_psr 0.765 0.660 0.643 0.768 0.553
Sweep sweep_region_sor 0.807 0.649 0.660 0.772 0.563
region
sweep_region_8 kb 0.764 / 0.593 / 0.514
Identificatio
n task sweep_region_32 kb 0.802 / / / 0.523
sweep_region_100 kb 0.800 / / / /
varieties_classification 8 0.799 / 0.556 / 0.545
kb
Varieties
varieties_classification 32  0.835 / / / 0.556
classificatio
kb
n
varieties_classification 12 0.851 / / / /
8 kb
AgroNT’s chromatin _access MH63  0.933 0.910 0.940 0.903 0.912
evaluation ~ agront
task chromatin_access ZS97 a 0.931 0914 0.936 0.909 0.911
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gront

poly a japonica agront 0.506 0.526 0.515 0.530 0.505
poly a indica agront 0.506 0.532 0.523 0.517 0.506
bulk gene exp agront 0.456 0.564 0.633 0.510 0.470

1283 *Bold indicates the best results in this task while italics indicate the second-best results.
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1284  Figures and legends
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1286  Figure 1. Overview of the OneGenome-Rice (OGR) framework.
1287  Conceptual illustration of OneGenome-Rice, a rice genome foundation model trained on
1288  population-scale genomic data and applied to diverse downstream tasks, including indica-
1289  japonica introgression, functional site discovery, and gene expression prediction. Composition of
1290  the pretraining dataset, comprising 422 rice genomes spanning indica, japonica, and wild
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populations. Model architecture based on a transformer backbone, incorporating tokenized DNA

input, positional encoding, and long-range attention mechanisms trained using autoregressive

language modeling. CPT: Continuous Pre-Training; MoE: Mixture of Experts.
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1296  Figure 2. Identification of genome-wide introgression based on OGR.

1297 (A) End-to-end fine-tuning framework based on the OGR foundation model for subspecies
1298  introgression prediction. Genomic sequences from representative japonica and indica varieties
1299  were segmented into 8 kb sequence windows using a sliding step of 7 kb to construct the training
1300  dataset. Highly differentiated genomic regions were identified through Fsr analysis using curated
1301  accessions from the 3KRGP accessions, and subsequently projected onto genomic sequences via
1302  BLAST to generate high-confidence validation and test datasets. Sequence embeddings extracted
1303 by the OGR encoder were subjected to masked mean pooling and then passed into a projection
1304  head and a classification head. The model was optimized using a joint objective combining
1305  classification loss and contrastive loss. Model checkpoints were selected based on validation
1306  performance to ensure robust generalization on the independent test set. The resulting framework
1307  generates probabilistic introgression scores for each genomic window, which can be visualized

1308  as genome-wide introgression heatmaps.

1309  (B) Genome-wide distribution of putative indica introgression regions in the elite japonica
1310 cultivar YF47. Indica ancestry inferred by the fine-tuned OGR framework was regionally
1311 aggregated, and windows exceeding the confidence threshold (¢ = 0.5595) were defined as
1312 putative introgression regions (orange) against genomic background (blue). The locus

1313 surrounding Chalk5 is labeled.

1314 (C) Fine-scale analysis of the Chalk5 introgression signal. Local ancestry contribution was
1315  evaluated using a sliding-window perturbation strategy, and Ap indica represents the change in
1316  inferred indica ancestry associated with each 100-bp interval. Gene structure is shown with

1317 coding sequence (CDS, blue) and promoter region (orange).
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1318

1319  Figure 3. Attention-based study on agronomy trait-associated sites using OGR.
1320 (A) Boxplot visualization of summed bidirectional attention scores across a 13-bp window

1321 within the major-effect glutinousness locus Wx (LOC_0Os06g04200). Each genomic position
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1322 shows the distribution of attention scores in glutinous and non-glutinous rice groups, with

1323 connecting lines indicating group medians.

1324 (B) Position-resolved differential attention signals in two representative genomic regions in
1325  chromosome 6. The upper panel shows an attention-heterogeneous region containing the Wx
1326  gene (LOC_0s06g04200), whereas the lower panel shows an attention-insensitive comparison
1327 region. For each position, forward and reverse-complement attention scores were compared
1328  between glutinous and non-glutinous rice groups, and the signal intensity is shown as -logl0
1329  (BH-adjusted P). The solid black inverted triangle highlights the strongest differential signal in
1330  the tested regions, which co-localizes with the Wx gene, indicating highly significant group-level

1331  attention differences near this major-effect.

1332 (C) Gene-level comparison of attention-derived metrics across the selected 160-kb region. For
1333 both Peak density and Shannon entropy, Wx showed the strongest adjusted-P difference between
1334 glutinous and non-glutinous rice groups, while ALK gene ranked second. These results suggest
1335  that attention-derived regional metrics can help highlight biologically relevant loci associated

1336 with rice quality variation.

1337 (D) The Manhattan-style landscape displayed illustrates the bidirectional attention association
1338 profile of a 40 kb region on chromosome 3 (16,715,000-16,755,000 bp) containing the GS3 gene,
1339 a grain-size regulator. In this region, CALM finds a strikingly sharp and dominant association
1340  peak precisely at position 16,733,441, which corresponds exactly to the known QTN underlying
1341 the GS3 gene.
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1343 Figure 4. Gene expression prediction of genomic sequence.

1344 (A) Overview of the gene expression prediction framework, using fine-tuned OGR to infer gene

1345 transcriptional expression levels.
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(B) Pearson correlation coefficients between predicted and observed expression for the first 8

Mb of each chromosome.

(C) The expression prediction of the effect of a nucletide mutation within the TACI gene
(LOC_0s09g35980). Predicted expression profiles are compared between the wild-type
reference (AGGA; dashed red line) and mutant (GGGA; solid blue line) sequence. A striking
divergence occurs around position 20,732,589, where an aberrant signal peak emerges

exclusively in the wild type profile.

(D) A quantitative comparison of the predicted expression between mutant and wild type. The
total expression values are plotted for the differential expression region (DER) (left) and the total

region of the gene (right).
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Figure 5. Gene expression prediction based on rice multi-modal data.
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(A) Schematic of the fine-tuned model architecture for expression prediction. DNA is encoded
by the OGR foundation model (final layer trainable; remaining weights fixed). Chromatin
accessibility by ATAC-seq is encoded by a lightweight transformer tower. The two
representations are downsampled separately and then combined through cross-attention and a
four-way gated MLP fusion module, followed by a U-Net upsampler as decoder that outputs
single-base resolution predictions. Residual skip connections from the DNA and ATAC encoders

feed the decoder to help preserve detail along the sequence.

(B) Concordance between single-base-resolution gene expression predictions and observed
RNA-seq data in two example varieties (MH63 and ZS97). The paired datasets (DNA and
ATAC-seq) from the shoot apical meristem of two varieties at 30 days post-planting were used.

Pearson, Pearson correlation coeffeicients. R?, the coefficient of determination.
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Supplementary figures and legends

Im loss

— rice_1B_stage? 8k —=rice_1B_128k —=rice 1B 32k --rice_1B_8k

=)

Supplementary Figure 1. Modeling loss curve of OGR model based on Megatron
framework in staged pre-training.

This graph shows how the language modeling (LM) loss of the OGR model changes with the
number of training steps during the pre-training phase. The x-axis represents the number of
training steps (ranging from 0 to 52k), and the y-axis represents the LM loss value (ranging from

0.10 to 0.5). Each curve corresponds to a different OGR pre-training phase.
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