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Abstract

Open modification search (OMS) strategies have gained popularity in mass spectro-
metry-based proteomics for identification of peptides carrying unknown or unexpected
post-translational modifications. However, most OMS search engines report only the
overall mass difference between the precursor and the matched peptide and do not ex-
plicitly identify or score combinations of multiple modifications at the peptide—spectrum
match (PSM) level, leaving the interpretation of mass shifts up to the end user and to
using downstream analysis tools. Here, we introduce MS Andrea, a novel OMS search
engine developed to directly identify and score combinations of up to four variable mod-
ifications per peptide without having to predefine them. MS Andrea uses a sequence
tag-based strategy to efficiently filter candidate peptides prior to scoring. Remain-
ing candidates are evaluated using the MS Amanda scoring function, first considering

fixed modifications only, followed by a second scoring stage in which combinations of
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modifications from the Unimod database are considered based on the observed mass
difference and matched to the spectrum. We evaluated MS Andrea using phospho-
peptide datasets from HeLa cells and Arabidopsis thaliana and compared its perfor-
mance with the widely used OMS engines MSFragger and Sage. Across datasets, MS
Andrea identified the highest number of PSMs at 1% false discovery rate while achiev-
ing comparable peptide-level identifications. Importantly, MS Andrea directly reports
modification identities and sites at the PSM level and enables the identification of
peptides having up to four variable modifications. Together, these results demonstrate
that MS Andrea facilitates more detailed and interpretable characterization of peptide
modifications while maintaining competitive identification performance in OMS-based

proteomic analyses.
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Introduction

Accurate peptide identification from mass spectrometry (MS) data is a cornerstone of modern
proteomics, enabling the characterization of complex biological systems and post-translational
modifications (PTMs)." While conventional database search engines perform well for unmod-
ified peptides, the growing interest in PTMs and unexpected chemical alterations has driven
the development of open modification search (OMS) strategies.** OMS approaches allow
identification of peptides carrying unknown or variable modifications by tolerating large
precursor mass differences, thereby expanding the detectable proteome beyond predefined

modification lists.2#
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A prominent example of an OMS engine is MSFragger,” which introduced a fragment
ion indexing strategy that enables efficient database searching with wide precursor mass tol-
erances. This approach allows identification of peptides carrying unanticipated mass shifts
without prior specification of modifications and has been widely applied for large-scale pro-
teomics data analysis. MSFragger is supported by downstream analytical tools such as
PTM-Shepherd,® which aggregates mass shift observations across datasets and facilitates
characterization, annotation, and localization of putative PTMs. This framework enables
systematic interpretation of open search results by linking detected mass offsets to candi-
date modifications and their site-specific distributions. Extensions, such as localization-aware
open search in MSFragger published in 2020 and the very recently published ” Detailed Mass
Offset Search” from January 2026,® index both shifted and regular ions to improve scoring
and localization of unknown modifications, yet the general approach remains focused on
the identification of delta masses rather than explicit multi-modification scoring. Similarly,
Sage” combines many of the computational innovations popularized by MSFragger with
optimized performance for both narrow and wide mass tolerance searches, but it focuses
on identifying a limited number of variable modifications and does not provide expanded
multi-modification scoring beyond traditional delta mass identification.

Several other open search and OMS tools have been developed to improve peptide iden-
tification in the context of modifications. Open-pFind™ enables large-scale error-tolerant
searches, identifying mass shifts above background noise. MODa™ and MODplus®® use
blind, unrestrictive OMS to detect hundreds of PTMs simultaneously. TagGraph'® applies
an unrestricted string-based search and probabilistic validation to reveal thousands of PTM
types across proteomes. Despite their advances, these tools are limited in their capacity to
match and robustly score more than one or two modifications per peptide, often summarizing

only overall mass shifts.
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In parallel to open search methods, classical database search engines such as SEQUEST,*4
Mascot,*® and MS Amanda, %18 support variable modification handling within closed searches.
These tools allow specification of some number of variable modifications per peptide, but the
combinatorial explosion of candidate peptides limits the number of modifications that can be
practically scored and localized. While tools like PEAKS*#2Y incorporate de novo sequenc-
ing and PTM identification modules to capture unexpected modifications, they are often
constrained by scoring models that do not scale to high numbers of simultaneous variable
modifications.

TIonbot,*!" another OMS engine, employs a machine-learning—based scoring model and
supports searches with up to two specified variable modifications, in combination with one
additional unexpected modification drawn from the Unimod“? database. This hybrid strat-
egy allows identification of peptides carrying modifications that were not anticipated in the
presence of expected ones. However, the total number of modifications that can be explicitly
modeled and scored per peptide remains limited to two or three, restricting sensitivity for
peptides carrying more complex modifications.

Here we present MS Andrea, a new OMS engine that enables matching and scoring of
up to four distinct variable modifications per peptide without having to explicitly specify
them and directly reports PTMs at the peptide spectrum match (PSM). To address the
large search space inherent to OMS, MS Andrea employs a sequence tag—based strategy to

efficiently reduce the number of candidate peptides subjected to comprehensive scoring.
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Methods

Overview of the MS Andrea search algorithm

An overview of the MS Andrea search algorithm is shown in Figure[I] First, each spectrum
is pre-processed, which includes the removal of the precursor peaks and simple deconvolution
(deisotoping and charge reduction), followed by precursor mass-dependent peak picking for
finding sequence tags. Separately, peaks are also picked for scoring in the same way as
they are in MS Amanda.’® Sequence tags of two, three and four amino acid (AA) residues
are then extracted from each spectrum. Sequence tag finding is described in detail in the
following section. Peptide candidates from the database are then going through a two stepped
filtering, first based on the sequence tags and then score. All peptides that contain at least
one sequence tag of three or four residues or two sequence tags of two residues are selected
for further filtering using a wide MS1 tolerance to accommodate for the mass of potential
variable modifications of the peptide. The remaining peptide candidates are then filtered
based on score, where each of the peptide candidates is scored using the MS Amanda®
scoring function, considering only fixed modifications specified in the search settings. The
top ten scoring PSMs are then considered in the main scoring. Each peptide candidate will
be scored with variable modifications that have a combined mass corresponding to the mass
difference between the precursor and the matched peptide from score based filtering. MS
Andrea will match and score combinations of up to four modifications from the Unimod®??
database per peptide. All spectra are searched against both the target and a decoy database

of reversed peptides, re-ranked according to score, and exported to a tab-separated .csv file.
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Figure 1: Overview of the MS Andrea peptide identification workflow. MS/MS spectra
are initially pre-processed by removing precursor ion peaks, performing deconvolution, and
selecting fragment peaks based on precursor mass. Subsequently, edges are identified between
peaks whose mass differences correspond to amino acid residues, enabling the generation of
sequence tags of length two, three, and four residues. These sequence tags are used to
filter peptide candidates, followed by additional filtering based on an MS1 precursor mass
tolerance window of -500 Da and +1 Da. The remaining candidates are further filtered by
retaining the top 10 candidates after being scored using the MS Amanda® scoring function
considering only fixed modifications. In the final stage, these candidates are scored again with
consideration of potential modifications corresponding to the mass between the precursor
and the matched peptide from the filtering round, resulting in the final ranked peptide
identifications.
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Simple deconvolution

After the removal of the precursor peaks, the spectrum undergoes simple deconvolution in
two steps: deisotoping and charge reduction. In the deisotoping step, MS Andrea will search
for peaks in the spectrum that correspond to isotopic distributions of peaks with a charge
up to 3+. If such isotopic distributions are found, they will be reduced to the monoisotopic
mass of the isotope with the summed intensities. In addition, intensities of doubly /triply
charged peaks will be added to the singly charged one, and the doubly/triply charged peak
will be removed from the spectrum. If the singly charged peak is not present, the m/z of

the singly charged species will be artificially added to the spectrum.

Precursor mass-dependent peak picking for sequence tag identification

Following deconvolution, peaks are picked from each spectrum based on the uncharged pre-
cursor mass, which are then used for finding sequence tags. The peak picking is defined

as:
Precursor mass > 1000 Da : Pick top 3 peaks per 100 m/z window

Peak picking: 700 Da < Precursor mass < 1000 Da : Pick top 5 peaks per 100 m/z window

Precursor mass < 700 Da : Pick all peaks up to 25 per 100 m/z window
For spectra with an uncharged precursor mass of more than 1000 Da, the top 3 most intense
peaks per 100 Da m/z window are picked. If the uncharged precursor mass is more than 700
Da but less than 1000 Da, the top 5 most intense peaks will be picked from each 100 Da m/z
window. For spectra with an uncharged precursor mass less than 700 Da, all or up to 25 peaks
are picked from each 100 Da m/z window. This precursor mass-dependent peak picking was
empirically optimized to balance information content and noise reduction. For higher-mass
peptides (> 1000 Da), limiting selection to the three most intense peaks preserves the most
informative fragment ions and is sufficient for reliable sequence tag generation. In contrast,
for lower-mass peptides, particularly those with an uncharged precursor mass <700 Da, more

information and therefore more peaks, are needed to find reliable sequence tags.
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After peak picking, auxiliary peaks, serving as the start and end points of the fragment
ion series, are added to the list of selected peaks according to the fragmentation method
specified in the settings file. For instance, if b- and y-ions are the specified ion types in the
settings file, four auxiliary masses: (1) Mproton, (2) MH,0 + Mprotons (3) Mprecursor + Mproton
and (4) (Mprecursor + Mproton) - MHu,0, are added to the list of selected peaks that are used
when finding sequence tags. See Supplementary Table S1 for a full list of added auxiliary

peaks.

Sequence tag extraction

The sequence tag extraction implemented in MS Andrea is derived from the principle of the
spectrum graph approach traditionally used in de novo peptide sequencing, first described
by Bartels.”*? However, in MS Andrea, no graph is constructed; instead, a set of connections
between peaks in the spectrum that are displaced by the masses of the 20 canonical AAs,
which we will refer to as “edges”, is constructed, as shown in Figure and [2B.

Each edge is defined by a mass difference (md) corresponding to the mass of one or two
AA residue(s), a source (src) peak, a destination (dest) peak, the AA residue name(s) cor-
responding to the md, and lastly, whether or not the edge is a double edge (has an md
corresponding to two AA residues). For double edges, it is unknown which AA residue
comes first in the sequence. Thereby if a double edge has an md corresponding to the com-
bined mass of, for instance, valine and serine, the AA residue attribute is set to “VS” for
this edge. Then a second edge is created with the exact same attributes as the first one, but
with the AA residue attribute set to “SV” instead, as illustrated for E2 and E3 in Figure

2B. Mathematically, an edge between two peaks, pl and p2 is defined as e := edge(pl, p2),
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and its validity is defined as follows:

Jae€ A:lemd—m(a)| <& V
valid(e) < Ne.src=pl Ae.dest = p2

Jay, a0 € A leemd —m(ay) — m(az)| < &y

(1)

where £ is the mass tolerance for single edges, €5 is the mass tolerance for double edges,
A is the set of the 20 canonical AA residues and a is one of these AA residues. &; and &,
are by default set to 0.015 Da and 0.004 Da by default, respectively. These tolerances were
empirically optimized to obtain as many correct sequence tags as possible while keeping false
ones at a minimum. These tolerances can be changed by the user in the settings file.

Based on the edges, sequence tags of two, three and four AA residues are then constructed,
as shown in Figure[2JC. A sequence tag is defined as tag := {e;}, |tag| € {2, 3} and its validity

is defined as:

Vi > 1:tag.e;.src = tag.e;_1.dest A
valid(tag) < Vi < |tag| : tag.e;.dest = tag.e;1.srC A

V1< i< |tag| : valid(tag.e;)

Nle:e € tag A e.DoubleEdge| < 1 (2)

Valid sequence tags of MS Andrea are then based on either two of three edges, corresponding
to three or four consecutive peaks in the spectrum. Only one edge can be a double edge,
given that the sequence tag is based on three edges. Sequence tags that are based on three
edges can therefore be presented by three or four AA residues. Sequence tags of length two
would be possible to be formed based on a single double edge, but we concluded that only
two consecutive peaks in the spectrum, especially peaks displaced by the mass of two AA
residues, do not provide enough evidence for a reliable sequence tag. Similarly, the higher

mass ambiguity that is associated with the double edges is the reason that not more than
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Figure 2: Spectrum and graphical representation of edges and their role in forming sequence
tags in MS Andrea. (A) Spectrum representation showing connections, which we refer to
as edges, between peaks whose mass differences correspond to one or two amino acid (AA)
residues. Shown here are six edges (E1-E6) between five peaks (pl-p5). (B) Graphical rep-
resentation of the edges. Each edge is defined by the mass difference between a source peak,
a destination peak and the corresponding AA residue(s). If the mass difference corresponds
to the combined mass of two AA residues, the “DoubleEdge” attribute is set to True (e.g.,
E2 and E3). If the mass difference corresponds to a single AA residue, the “DoubleEdge”
attribute is set to False (e.g., E1, E4, E5, and E6). (C) Sequence tags that can be generated
based on the edges shown in panels A and B.
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one double edge is allowed per sequence tag. To further ensure that “correct” sequence tags
can be found, the fixed modifications that are specified for the search are also considered in
the tag finding for the affected residues. For instance, if carbamidomethylation of cysteines
is defined in the settings as a fixed modification, the mass of cysteine will be replaced by the
mass of cysteine plus the mass of carbamidomethyl. Due to its high prevalence, oxidation
of methionine is considered as a variable modification for tag finding per default. Edges
labeled with the AA residue “M” are therefore created when the md between the src and
dest peaks is equal to both methionine and the mass of methionine plus an oxidation. We
found that including this modification increases the number of sequence tags that match the
sequence determined by a closed search with MS Amanda (data not shown). Because leucine
and isoleucine are indistinguishable by mass, two edges will be created for peaks that are
displaced by the mass of leucine and isoleucine. One edge will have “L” as the AA residue
attribute and the other “I”. The remaining attributes will be the same for the two edges.
This ensures that both options of “L” and “I” are taken into account when the sequence

tags are used for filtering (see next section).

Sequence tag based filtering

After finding sequence tags, MS Andrea will use these to filter the potential candidates in
the peptide database. It will collect all peptide candidates that contain at least one sequence
tag of three or four residues, like it is shown in Figure [3| As it is unknown if a sequence tag
was found based on a series of a/b/c- or x/y/z-ions, target and decoy peptide candidates
that contain the original tag sequence or the reversed tag sequence will be collected. For
example, if the tag is “TAG”, sequences containing either “TAG” or its reverse (“GAT”) are
retained for the next filtering step.

Next, the remaining peptide candidates will be filtered using a wide MS1 tolerance of
-500 Da and +1 Da to enclose a variety of combined modifications present in the Unimod

database.?? These tolerance values are set as defaults but can be modified by the user via the

11
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settings file. The upper MS1 tolerance limit of +1 Da was selected to account for isotopic

mass misassignments occasionally introduced by the MS instruments.

Peptide candidates
STSVGELR
VCSYIPWEAK
ASFGTK
FDCVSWSGER
NSVSGECGTK
HILPSRWCVGR
A VSGPLIK
2 SHVGSVDK
2
L
£
STSVGELR
NSVSGECGTK
Vv S |G _— > Vse » FDCVSWSGER
SVGE VSGPLIK
VSGE
SHVGSVDK
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SV
| Sequence tags Filtered peptide
) candidates
m/z

Figure 3: Schematic overview of sequence tag based filtering of peptide candidates in MS
Andrea. Peaks in the spectrum (left) that are displaced by the masses of amino acids
are connected to form sequence tags: VS, GE, VSG, SVGE and VSGE. These sequence
tags are then matched against the list of peptide candidates from the database (middle).
Peptide candidates that contain at least one sequence tag of three or four residues and
peptide candidates that contain at least two sequence tags of two residues are retained for
further filtering. Because it is unknown whether a sequence tag is formed based on edges
between peaks that represent b- or y-ions in the spectrum, peptide candidates that contain
the reversed sequence tags are also retained, as shown in the last row of the filtered peptide
candidates (right).
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Score Based Filtering

Scoring in MS Andrea is performed using the MS Amanda®® scoring function S(s, pep), as

defined below.

P(s,pep,m
S(s,pep) = Magmep. g (‘10 x log (%)) @)

First, each peptide candidate (after previous filtering steps) is evaluated against the spec-
trum, considering only fixed modifications. Subsequently, the search results are filtered so
that only the top ten highest-scoring peptides remain (score-based filtering step in Figure
. Keeping the top ten is the default value; this can be changed by the user in the settings
file.

Scoring

Filtered peptides are then re-evaluated in the main scoring step with variable modifications.
The modifications are based on the .xml file of the Unimod database.”? First, dictionary of all
possible combinations of up to four modification types in the Unimod file is generated once
and kept for future searches. For each peptide (pep), the set of modifications mod(pep, A)
that is evaluated is defined such that the combined mass matches the A mass between the
uncharged precursor and the peptide identified in the first round. For each combination of
modifications, m in mod(pep, A), the peptide, the modification combination is calculated as
PEPmod,,,- Lhen, the final score Se(pep), is determined by evaluating each peptide with each
modification combination against the spectrum and scored using the MS Amanda scoring

function:

52 (pep) = MATmemod(pep,A) S(Sa pepmodm) (4)
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Benchmark Datasets and Search Parameters

To assess the performance of MS Andrea, we compared the search results from MS Andrea
to those of MS Fragger and Sage, using two different data sets from different species to
demonstrate the applicability of MS Andrea. We analyzed the different datasets using MS

Andrea v.1.0, MSFragger v.4.3 (command-line interface), and Sage v.14.6.

Phosphorylated peptides derived from HeLa cells

In 2020, Bekker-Jensen et al. published their work on phosphoproteome profiling using direct
data-independent acquisition and compared their approach to a standard data-dependent
acquisition (DDA) approach.”¥ From this dataset, six samples from the LFQphos LCMS
data were downloaded and analyzed with the three search engines. See Supplementary
Table S2 for the full list of the analyzed files. The complete dataset is available via the
PRIDE repository®” under identifier PXD014525. The human proteome (UP000005640)
was downloaded from UniProtKB“® as a FASTA file on 04.11.2025 and was used for the

searches.

Phosphorylated peptides derived from Arabidopsis thaliana

Mergner and colleagues published a comprehensive atlas of the Arabidopsis thaliana pro-
teome in 2020.%” Eight raw files with enriched phosphopeptides from the flower of Arabidopsis
thaliana were downloaded and analyzed with the three search engines. See Supplementary
Table S3 for the full list of the analyzed files. The full dataset is available on the PRIDE
repository with identifier PXD013868. For the searches, the FASTA file provided by the

authors was used.
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Search Parameters

All raw files were converted to .mzml format using ThermoRawFileParser® v1.4.5 prior to
the database searches. For a fair comparison, the search parameters were set to be the same
or as similar as possible for all three search engines.

A tryptic digest was applied to both the HeLa and Arabidopsis thaliana datasets; there-
fore, trypsin was specified as the enzyme with up to two missed cleavages. Minimum peptide
length was set to 7, and maximum peptide length was set to 30. b- and y-ions were selected
as the ion types. The lower limit open search precursor mass tolerance was set to 500 Da and
the upper was set to 1 Da (& precursor mass). The fragment ion tolerance was set to 0.02
Da. Carbamidomethyl (+57.02146 Da) of cysteine residues was set as a fixed modification.
The maximum number of modifications per peptide was set to four. Deisotoping was enabled
for all three search engines. Removal of the precursor peak was enabled in MS Andrea and
MSFragger (not a parameter for Sage). Common contaminants from the cRAP*" database
were added to the FASTA files before processing with MS Andrea and Sage. For searches
with MSFragger, decoy sequences and common contaminants were added to the FASTA files
using FragPipe v. 23.1.

Post-processing of the search results was done using custom R- and python scripts and
adjusted to 1% false discovery rate (FDR) using the standard target-decoy approach for all
three search engines. Furthermore, Percolator®? was used for post-processing of MS Andrea
and MSFragger results. Pin files were generated from MS Andrea output files with a custom
Python script. Pin files from MS Andrea and MSFragger results were post-processed with
Percolator v. 3.06.1. For Sage results, the spectrum level and peptide level g-value assigned

by Sage itself were used.
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Results

MS Andrea identifies high numbers of PSMs

To evaluate the performance of MS Andrea, we tested it on two different datasets and
compared the search results with those of MSFragger and Sage, two well-known and widely
used OMS engines. The average number of PMS identified for the six replicates in the
HeLa dataset is shown in Figure 4 Search results were adjusted to 1% FDR using both
the standard target-decoy approach (STDA), shown with orange bars, and machine learning
(ML)-based post-processing either with Percolator® or intrinsically in Sage, which is shown
in green bars. In both cases, MS Andrea achieved the highest number of PSMs, with an
average of ~6100 PSMs for the six replicates using the STDA for FDR adjusting and ~8300
PSMs per replicate at 1% FDR when combining MS Andrea with Percolator. MSFragger
found on average ~6700 PSMs per replicate in combination with Percolator and ~5200
PSMs on average at 1% FDR using STDA. In contrast, the average number of PSMs for
Sage with STDA was generally a lot lower compared to the other two search engines, with
just ~1500 PSMs per replicate. However, when using the spectrum level g-value assigned
by Sage itself for FDR adjusting, it performed similarly to MSFragger with an average of
~6300 per replicate. See Supplementary Table S4 for a full overview of the exact numbers.
A similar pattern in terms of the number of identifications for the different search engines
can also be observed for the Arabidopsis thaliana dataset shown in Supplementary Figure
S1. Likewise for the HeLa dataset, the number of PSMs determined by Sage at 1 % FDR
using the STDA was also low in comparison to MS Andrea and MSFragger using STDA.
This observation is what initially led us to evaluate the search results using ML-based post-
processing. Originally, we wanted to compare the search engines purely based on their
individual performance using STDA for FDR adjustment. However, we figured that it would
be the most fair to utilize the g-values assigned by Sage and then compare the number of

identifications based on g-values assigned by Percolator for MS Andrea and MSFragger.
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Average number of PSMs at 1% FDR
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Figure 4: Average number of PSMs determined by MS Andrea, MSFragger and Sage for
the six replicates of the HelLa dataset. Green bars show the average number of PSMs
for the search engine with machine learning (ML)-based post-processing. For MS Andrea
and MSFragger, post-processing was done with Percolator.8% For Sage results, the q¢-value
determined on spectrum level by Sage was used. Orange bars show the average number of
PSMs at 1% false discovery rate (FDR) using the standard target-decoy approach (STDA).
Error bars show standard deviation among the replicates.
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Overlap in identified peptides

On the peptide level, MS Andrea identifies 4424, Sage identifies 4374 and MSFragger 4194
at 1% FDR of which 2730 of them are shared between all three search engines for the first
replicate of the HeLa dataset as shown in Figure 5] The numbers shown here are based
on peptide level g-values determined by Percolator (for MS Andrea and MSFragger) and
Sage. MS Andrea and Sage each identify ~707 and 691 unique peptides, respectively and
MSFragger ~486. The overlap between the three search engine pairs is ~500 peptides.
Overall, this demonstrates a general consensus in identified peptides between the search
engines. A similar overlap can be observed when we do the comparison on the PSM level,

as suggested by Agten et al. 2020, see Supplementary Figure S2.

18


https://doi.org/10.64898/2026.03.27.714851
http://creativecommons.org/licenses/by/4.0/

bioRxiv preprint doi: https://doi.org/10.64898/2026.03.27.714851; this version posted March 31, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made
available under a CC-BY 4.0 International license.

Overlap in peptides at 1% FDR

MS Andrea Sage

MSFragger

Figure 5: Overlap in peptides identified by MS Andrea (green), MSFragger (orange) and
Sage (dark blue) at 1% false discovery rate (FDR) for the first replicate of the HeLa dataset.
The overlap is based on peptide-level g-values determined by Percolator (for MS Andrea and
MSFragger) and Sage, respectively.
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MS Andrea identifies modifications on PSM level

The strength and advantage of MS Andrea is its capability of identifying modifications
on the PSM level. Due to how the MS Andrea algorithm is designed, it will, based on
the mass difference between the precursor and the peptide from the database, match and
score all possible combinations of up to four modifications that have a combined mass that

corresponds to the mass difference. An example of this is shown in Table [I Here, the

Table 1: The five highest-scoring PSMs in the MS Andrea results from the first replicate
of the Arabidopsis thaliana dataset. The first three columns show the scan number, the
identified peptide sequence and the delta mass (in Daltons) between the precursor and the
matched peptide from the database. In the last two column, the modification(s) determined
by MS Andrea and the MSFragger localization scores are shown, respectively. The MS
Andrea modifications indicate which residue is modified (single letter code and location in
sequence), the modification name, modification mass and whether the modification is fixed
or variable. The MSFragger Localization score shows the most likely location of the observed
A mass in the peptide sequence.

Scan Number Peptide sequence A mass MS Andrea Modifications MSFragger Localization Score

32684 SIKEETAGKDVEEAGSTTAVVADK  79.972  S1(Phospho | 79.9799 | variable) S(62.28)1(62.28)K(61.52)E(56.26)
E(51.15)T(46.25) A (43.46) G(43.46)
K(43.46)D(40.74)V(36.11)E(31.68)
E(27.45)A(23.30)G(18.46)S(16.13)
T(13.92)T(11.84)A(9.93)V(8.20)
V(6.45)A(4.60)D(3.04)K (0.64)

33168 NLAGDVIGTRTEAADAK 159.935 T9(Phospho | 79.9799 | variable) N(15.43)L(15.43)A(18.10)G(20.03)
T11(Phospho | 79.9799 | variable) D(21.86)V(25.96)1(30.31)G(34.81)

T (34.81)R(34.81)T(34.81)E(32.55)
A(28.12)A(23.94)D(21.95)A(16.87)

K(14.55)
33407 NLAGDVIGTRTEAADAK 159.936 T9(Phospho | 79.9799 | variable) N(17.00)L(17.00)A(19.68)G(23.67)
T11(Phospho | 79.9799 | variable) D(25.65)V(30.01)1(34.59)G(39.31)

T(39.31)R(39.31)T(39.31)E(36.95)
A(32.27)A(27.84)D(23.59) A(18.50)
K(16.07)

28101 ALLEGGSDDEGASTEAQGR 79.970  S7(Phospho | 79.9799 | variable) A(30.47)L(30.47)L(36.75)E(41.53)
G(46.24)G(51.01)S(55.94)D(53.09)
D(50.29)E(45.43)G (40.69) A(38.08)
S(33.57)T(31.05)E(28.61)A(26.09)
Q(23.71)G(20.84)R(18.72)

28757 KKDETKPEETPIASEFEQK 79.968 T10(Phospho | 79.9799 | variable) K(26.09)K(31.31)D(35.86)E(38.00)
T(40.23)K (45.08)P(50.20)E(50.20)
E(52.70)T(55.34)P(49.77)1(47.24)
A(44.60)S(39.57)E(37.32)F(32.71)
E(30.70)Q(26.18)K(25.95)

five top-scoring target PSMs from the MS Andrea search of the first file in the Arabidopsis
thaliana dataset are shown. In the table, only a subset of the search result is shown; See
” Availability” for information about where to find the full identification file. As the table

shows, MS Andrea reliably identifies the peptide sequence as well as the modification(s) and
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on which residue(s) they are found. In contrast, MSFragger does not attempt to match
and score potential modifications but only outputs the mass difference between the matched
peptide and the precursor. Similarly, Sage will also not provide the end user with any
information about the localization or type(s) of modification(s) but will also only include
the difference between the precursor and matched peptide mass. MSFragger will, however,
assign a localization score, which indicates the most likely position of the observed mass shift
in the identified peptide sequence.

For these five PSMs shown in Table[I] the localization scores that are highlighted in bold
do correspond to the localization of the modifications determined by MS Andrea. While
the localization score and the combined mass of potential modifications are valuable, it does
leave it up to the end user to decipher this using additional tools, such as PTM-Shepherd,®
in order to get similar results as one would get directly when using MS Andrea.

The results in Table (1] only show PSMs where a maximum of two modifications were
identified by MS Andrea. However, MS Andrea is capable of identifying peptides with three

and four variable modifications per peptide, which is demonstrated in Table 2]

Table 2: Three peptide spectrum matches (PSMs) from the HeLa dataset with more than
two variable modifications identified by MS Andrea. For each PSM, the file from which it
was identified, the scan number, peptide sequence, MS Amanda score, the A mass, and the
modifications determined by MS Andrea are shown.

Filename Scan Number Peptide sequence MS Amanda Score A mass MS Andrea Modifications

HeLa rep 1 19562 ScDEPLtPPPHsPTSMLQLIHDPVsPR 583.9816 296.9304 C3(Carbamidomethyl | 57.0513 | fixed)
T7(Phospho | 79.9799 | variable)
S12(Phospho | 79.9799 | variable)
S25(Phospho | 79.9799 | variable)

HeLa rep 2 4194 RPPtPEAQsEEERSsDEEPEAK 476.2101 239.8929 T4 (Phospho | 79.9799 | variable)
S9(Phospho | 79.9799 | variable)
S14(Phospho | 79.9799 | variable)

HeLa rep 4 4691 EKtPsPKEEDEEPEsPPEK 470.4367 239.9053 T3(Phospho | 79.9799 | variable)
S5(Phospho | 79.9799 | variable)
S15(Phospho | 79.9799 | variable)
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As shown, MS Andrea can reliably identify PSMs containing up to three modifications
per peptide without requiring these modifications to be predefined in the settings file, in
contrast to Sage and MS Fragger. For the PSM from the first replicate of the Hel.a dataset,
MS Fragger identifies the same peptide sequence as MS Andrea but reports only the fixed
carbamidomethyl modification, while Sage assigns a decoy peptide to this spectrum (see Sup-
plementary Tables S4 and S5). In the second replicate, all three search engines identify the
same peptide sequence; however, only MS Andrea correctly localizes the modification sites.
For the final PSM shown in Table [2] originating from the fourth replicate, only MS Andrea
reports a target hit for this spectrum, both Sage and MS Fragger identify decoy peptides
(see Supplementary Tables S4 and S5). These results highlight the complexity of precise
modification localization in OMS. They further demonstrate that evaluating modifications
at the PSM level can, in certain cases, yield high-scoring target hits and potentially increase
the total number of confidently identified PSMs in a search.

This all together demonstrates that MS Andrea is able to identify a higher number of
PSMs (Figure |4)) and comparable numbers of unique peptides (Figure [5)) as well-known and
widely used OMS engines. Furthermore, we show that MS Andrea offers additional useful
information about variable modifications and their exact locations directly on the PSM level,

in contrast to Sage and MSFragger (Table [1).
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Discussion

Open modification search (OMS) extends conventional database searching by enabling the
simultaneous consideration of hundreds of post-translational modifications (PTMs), which
potentially can increase the identification rate of mass spectra. However, most OMS-capable
search engines do not explicitly report modifications at the peptide-spectrum match (PSM)
level. Instead, they report only the delta mass between the precursor and matched peptide,
requiring users to manually infer the underlying modification(s) using downstream analy-
sis tools. To address this limitation, we here presented MS Andrea, a novel OMS engine
that matches and scores up to four variable modifications per peptide and reports these
modifications directly at the PSM level.

We demonstrate the performance of MS Andrea on two different datasets: phosphorylation-
enriched peptides from HeLa cells and from Arabidopsis thaliana. We show that MS Andrea
identifies the highest number of PSMs for the two datasets using both the standard target-
decoy approach (STDA) and machine learning-based methods for false discovery rate (FDR)
control (Figure 4 and Figure S1) compared to other OMS engines, namely MS Fragger and
Sage. On the peptide level, there is a general consensus between identified peptides at 1%
FDR, and not one search engine stands out with more identified peptides for the first repli-
cate of the HeLa dataset (Figure . However, because MSFragger and Sage do not directly
identify modifications on the PSM level but only output the combined mass of potential
modifications, this comparison was made based on the peptide sequence alone. Different
peptidoforms were therefore not considered. In the case of peptidoform comparison, our re-
sults suggest that MS Andrea would likely identify a larger number of unique peptidoforms
compared to MSFragger and Sage, which is reflected in the higher number of PSMs for the
HeLa dataset shown in Figure dl Because MS Andrea can consider modifications on the
PSMs level, it is possible that MS Andrea identifies peptides with multiple modifications
that are otherwise not possible to identify without considering the mass shifts during the

matching and scoring process.
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Where MS Andrea stands out compared to other OMS engines is its ability to score and
match variable modifications in the PSM level. We show this here for the five top-scoring
PSMs from the first replicate of the Arabidopsis thaliana dataset (Table . While MS
Andrea and MSFragger both identify the same peptide sequence and A mass, MS Andrea
will decipher this A mass and assign modification(s) that correspond to this mass to the
peptide. This is in contrast to MSFragger, which only provides the user with a localization
score for the observed A mass and depends on downstream tools such as PTM-Shepherd to
achieve similar results as MSAndrea.

Currently, MS Andrea is available as a command line tool for Windows, Linux and
macOS. However, we are planning to implement a node for MS Andrea in the Proteome

Discoverer Software (Thermo Fischer Scientific) in the future.

Availability

MS Andrea is implemented in C# and is currently available as a command-line interface
for Windows, Linux and macOS and can be downloaded for free at https://github.com/
hgb-bin-proteomics/MSAndrea. As input, MS Andrea takes MS2 spectra in either .mgf or
.mzml format, and the output is provided as .csv.

Result files from all three search engines, pin and pout files based on results from MS
Andrea and MS Fragger and the analyzed .mzml files are available on Zenodo at https:

//doi.org/10.5281/zenodo.19255204.
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e Supplementary Table S2: Average number of identified PSMs and standard deviations

for the HeLa dataset

e Supplementary Table S3: Average number of identified PSMs and standard deviations

for the Arabidopsis thaliana dataset
e Supplementary Table S4: PSMs from Sage for the same three PSMs shown in Table 2

e Supplementary Table S5: PSMs from MSFragger for the same three PSMs shown in
Table 2

e Supplementary Figure S1: Average number of PSMs at 1% FDR for the Arabidopsis

thaliana dataset.

e Supplementary Figure S2: Overlap in PSMs at 1% FDR for the first replicate of the

HeLa dataset

References

(1) Doll, S.; Burlingame, A. L. Mass Spectrometry-Based Detection and Assignment of

Protein Posttranslational Modifications. ACS Chemical Biology 2014, 10, 63.

(2) Schulze, S.; Igiraneza, A. B.; Kosters, M.; Leufken, J.; Leidel, S. A.; Garcia, B. A
Fufezan, C.; Pohlschroder, M. Enhancing Open Modification Searches via a Combined
Approach Facilitated by Ursgal. Journal of Proteome Research 2021, 20, 1986-1996.

(3) Bittremieux, W.; Meysman, P.; Noble, W. S.; Laukens, K. Fast Open Modification
Spectral Library Searching through Approximate Nearest Neighbor Indexing. Journal

of proteome research 2018, 17, 3463-3474.

(4) Yu, F.; Teo, G. C.; Kong, A. T.; Haynes, S. E.; Avtonomov, D. M.; Geiszler, D. J;
Nesvizhskii, A. I. Identification of modified peptides using localization-aware open

search. Nature Communications 2020 11:1 2020, 11, 4065—.

26


https://doi.org/10.64898/2026.03.27.714851
http://creativecommons.org/licenses/by/4.0/

bioRxiv preprint doi: https://doi.org/10.64898/2026.03.27.714851; this version posted March 31, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made
available under a CC-BY 4.0 International license.

(5) Kong, A. T.; Leprevost, F. V.; Avtonomov, D. M.; Mellacheruvu, D.; Nesvizhskii, A. L.
MSFragger: ultrafast and comprehensive peptide identification in mass spectrome-

try—based proteomics. Nature Methods 2017 14:5 2017, 14, 513-520.

(6) Geiszler, D. J.; Kong, A. T.; Avtonomov, D. M.; Yu, F.; da Veiga Leprevost, F.;
Nesvizhskii, A. I. PTM-shepherd: Analysis and summarization of post-translational
and chemical modifications from open search results. Molecular and Cellular Proteomics

2021, 20, 100018.

(7) Yu, F.; Teo, G. C.; Kong, A. T.; Haynes, S. E.; Avtonomov, D. M.; Geiszler, D. J;
Nesvizhskii, A. I. Identification of modified peptides using localization-aware open

search. Nature Communications 2020 11:1 2020, 11, 4065—.

(8) Ramirez, C. R.; Yu, F.; Polasky, D. A.; Nesvizhskii, A. I. A New Detailed Mass Off-
set Search in MSFragger for Improved Interpretation of Complex PTMs. Journal of

Proteome Research 2026,

(9) Lazear, M. R. Sage: An Open-Source Tool for Fast Proteomics Searching and Quan-

tification at Scale. Journal of Proteome Research 2023, 22, 3652—-3659.

(10) Chi, H. et al. Comprehensive identification of peptides in tandem mass spectra using

an efficient open search engine. Nature Biotechnology 2018 36:11 2018, 36, 1059-1061.

(11) Na, S.; Bandeira, N.; Paek, E. Fast multi-blind modification search through tandem

mass spectrometry. Molecular and Cellular Proteomics 2012, 11, M111.010199.

(12) Na, S.; Kim, J.; Paek, E. MODplus: Robust and Unrestrictive Identification of Post-
Translational Modifications Using Mass Spectrometry. Analytical Chemistry 2019, 91,
11324-11333.

(13) Devabhaktuni, A.; Lin, S.; Zhang, L.; Swaminathan, K.; Gonzalez, C. G.; Olsson, N.;

Pearlman, S. M.; Rawson, K.; Elias, J. E. TagGraph reveals vast protein modification

27


https://doi.org/10.64898/2026.03.27.714851
http://creativecommons.org/licenses/by/4.0/

bioRxiv preprint doi: https://doi.org/10.64898/2026.03.27.714851; this version posted March 31, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made
available under a CC-BY 4.0 International license.

landscapes from large tandem mass spectrometry datasets. Nature Biotechnology 2019

374 2019, 37, 469-479.

(14) Eng, J. K.; McCormack, A. L.; Yates, J. R. An approach to correlate tandem mass
spectral data of peptides with amino acid sequences in a protein database. Journal of

the American Society for Mass Spectrometry 1994, 5, 976-989.

(15) Bartels, C. Fast algorithm for peptide sequencing by mass spectroscopy. Biomedical &

Environmental Mass Spectrometry 1990, 19, 363-368.

(16) Dorfer, V.; Pichler, P.; Stranzl, T.; Stadlmann, J.; Taus, T.; Winkler, S.; Mechtler, K.
MS Amanda, a universal identification algorithm optimized for high accuracy tandem

mass spectra. Journal of Proteome Research 2014, 13, 3679-3684.

(17) Dorfer, V.; Strobl, M.; Winkler, S.; Mechtler, K. MS Amanda 2.0: Advancements in
the standalone implementation. Rapid Communications in Mass Spectrometry 2021,

35, e9088.

(18) Buur, L. M.; Declercq, A.; Strobl, M.; Bouwmeester, R.; Degroeve, S.; Martens, L.;
Dorfer, V.; Gabriels, R. MS2Rescore 3.0 Is a Modular, Flexible, and User-Friendly
Platform to Boost Peptide Identifications, as Showcased with MS Amanda 3.0. Journal

of Proteome Research 2024, 23, 3200-3207.

(19) Zhang, J.; Xin, L.; Shan, B.; Chen, W.; Xie, M.; Yuen, D.; Zhang, W.; Zhang, Z;
Lajoie, G. A.; Ma, B. PEAKS DB: De Novo Sequencing Assisted Database Search for
Sensitive and Accurate Peptide Identification. Molecular € Cellular Proteomics 2012,
11, M111.010587.

(20) Han, X.; He, L.; Xin, L.; Shan, B.; Ma, B. PeaksPTM: Mass Spectrometry-Based
Identification of Peptides with Unspecified Modifications. Journal of Proteome Research
2011, 10, 2930-2936.

28


https://doi.org/10.64898/2026.03.27.714851
http://creativecommons.org/licenses/by/4.0/

bioRxiv preprint doi: https://doi.org/10.64898/2026.03.27.714851; this version posted March 31, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made
available under a CC-BY 4.0 International license.

(21) Degroeve, S.; Gabriels, R.; Velghe, K.; Bouwmeester, R.; Tichshenko, N.; Martens, L.
ionbot: a novel, innovative and sensitive machine learning approach to LC-MS/MS

peptide identification. bioRziv 2022, 2021.07.02.450686.

(22) Creasy, D. M.; Cottrell, J. S. Unimod: Protein modifications for mass spectrometry.
PROTEOMICS 2004, 4, 1534-1536.

(23) Bartels, C. Fast algorithm for peptide sequencing by mass spectroscopy. Biomedical €

Environmental Mass Spectrometry 1990, 19, 363-368.

(24) Bekker-Jensen, D. B.; Bernhardt, O. M.; Hogrebe, A.; Martinez-Val, A.; Verbeke, L;
Gandhi, T.; Kelstrup, C. D.; Reiter, L.; Olsen, J. V. Rapid and site-specific deep phos-
phoproteome profiling by data-independent acquisition without the need for spectral

libraries. Nature Communications 2020 11:1 2020, 11, 787—.

(25) Perez-Riverol, Y.; Bai, J.; Bandla, C.; Garcia-Seisdedos, D.; Hewapathirana, S.; Ka-
matchinathan, S.; Kundu, D. J.; Prakash, A.; Frericks-Zipper, A.; Eisenacher, M.;
Walzer, M.; Wang, S.; Brazma, A.; Vizcaino, J. A. The PRIDE database resources in

2022: a hub for mass spectrometry-based proteomics evidences. Nucleic acids research

2022, 50, D543-D552.

(26) Consortium, T. U. UniProt: the Universal Protein Knowledgebase in 2025. Nucleic

Acids Research 2024, 53, D609-D617.

(27) Mergner, J. et al. Mass-spectrometry-based draft of the Arabidopsis proteome. Nature
2020, 579, 409-414.

(28) Hulstaert, N.; Shofstahl, J.; Sachsenberg, T.; Walzer, M.; Barsnes, H.; Martens, L.;
Perez-Riverol, Y. ThermoRawFileParser: Modular, Scalable, and Cross-Platform RAW

File Conversion. Journal of proteome research 2020, 19, 537-542.

29


https://doi.org/10.64898/2026.03.27.714851
http://creativecommons.org/licenses/by/4.0/

bioRxiv preprint doi: https://doi.org/10.64898/2026.03.27.714851; this version posted March 31, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made
available under a CC-BY 4.0 International license.

(29) Mellacheruvu, D. et al. The CRAPome: a Contaminant Repository for Affinity Purifi-

cation Mass Spectrometry Data. Nature methods 2013, 10, 730.

(30) Kall, L.; Canterbury, J. D.; Weston, J.; Noble, W. S.; MacCoss, M. J. Semi-supervised
learning for peptide identification from shotgun proteomics datasets. Nature Methods

2007 4:11 2007, 4, 923-925.

(31) Agten, A.; Houtven, J. V.; Askenazi, M.; Burzykowski, T.; Laukens, K.; Valkenborg, D.
Visualizing the agreement of peptide assignments between different search engines.

Journal of mass spectrometry : JMS 2020, 55.

30


https://doi.org/10.64898/2026.03.27.714851
http://creativecommons.org/licenses/by/4.0/

bioRxiv preprint doi: https://doi.org/10.64898/2026.03.27.714851; this version posted March 31, 2026. The copyright holder for this preprint
(which was not certified by peer review) is the author/funder, who has granted bioRxiv a license to display the preprint in perpetuity. It is made
available under a CC-BY 4.0 International license.

A

MS Andrea

TOC Graphic



https://doi.org/10.64898/2026.03.27.714851
http://creativecommons.org/licenses/by/4.0/

